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EXECUTIVE SUMMARY
This report provides continued analysis and evaluation of data quality issues for the National
Weather Service’s network of WSR-88D radars. Specifically addressed are uniform PRT ground
clutter mitigation, staggered PRT clutter mitigation, spectrum width estimation and Zdr bias caused
by cross-coupling of the horizontal and vertical transmitted wave for dual polarization operations.
The preparation of CMD for deployment on the network of WSR-88Ds continued to be a major effort of the work in FY2008. Several modifications to the program were made and testing
continued. NCAR assisted the ROC in implementing CMD in RDA integration testing and troubleshooting. The last major hurdle was cleared on 27 March 2008 at the Integration Readiness
Review (IRR) held at the ROC in Norman, OK. CMD was approved for deployment in Build 11
of the RDA. Also, NCAR continued to develop a dual polarization version of CMD by adding
two additional feature fields to the single polarization CMD: 1) the spatial standard deviation of
differential reflectivity (σZdr ) and 2) the spatial standard deviation of differential phase (σφdp ). Test
case results using S-Pol data show that the addition σZdr and σφdp does indeed increase the skill
of CMD; however, they do not displace CPA (Clutter Phase Alignment) and CPA continues to be
an important feature field for the dual polarization CMD algorithm. Thus, when the WSR-88Ds
are upgraded to dual polarization, CMD can be seamlessly integrated. The newest CMD algorithm
AEL-code and C-code is found in the appendix.
A two part paper on CMD was recently accepted in the AMS Journal of Atmospheric and
Oceanic Technology and is currently available at the AMS Early Online Release webpage
http://ams.allenpress.com/perlserv/?request=get-toc-aop&issn=1520-0426. The title of the papers
are, “Weather Radar Ground Clutter, Part I: Identification, Modeling and Simulation”, and “Weather
Radar Ground Clutter, Part II: Real Time Identification and Filtering”. The early release versions
are attached to this report in the appendix.
Another major accomplishment of FY2008 was the development of a new hybrid spectrum
width estimator. It is well known that the current spectrum width estimator used on the WSR-88D
has a high variance. NCAR developed a new hybrid spectrum width estimator that is a synthesis of
several existing spectrum width estimators. The key to the new algorithm is automatic recognition
of which spectrum width estimator is to be used for a given time series. The algorithm identifies
if the given time series is characterized by a narrow, medium or wide spectrum width and then
applies the appropriate spectrum width estimator. The NCAR hybrid spectrum width estimator
was presented to the NEXRAD Technical Advisory Committee (TAC) at the 2,3 September 2008
meeting at MIT Lincoln Laboratory in Lexington, Massachusetts. The TAC, while approving
of the algorithm, did recommend further testing of the hybrid estimator with more experimental
radar data. A Decision Briefing will be given at the next TAC meeting. AEL-code for the hybrid
spectrum width estimator is found in the appendix.
A new staggered PRT clutter filtering technique (termed the Simplified Staggered PRT Clutter
Filter, SSCF) was introduced and an initial feasibility tests were conducted. The advantage of the
new staggered PRT clutter filtering technique is its simplicity as compared to the existing “SACHI”
staggered PRT clutter filtering technique (Sachidananda and Zrnić 2002). The SSCF separates the
3

staggered PRT time series for a resolution volume into two time series with each time series having
equi-spaced samples. Because the two time series are equi-spaced, GMAP can be directly applied.
Since the PRT of the equi-spaced time series can be fairly long (i.e., there is a small Nyquist
velocity) , it is important to use CMD so that weather echoes with velocities that fold to zero
m s−1 are not filtered. First results show that the technique is viable and is a possible candidate for
WSR-88D deployment.
The effect of cross-coupling of the simultaneous transmitted vertical and horizontal polarized
signals, which causes Zdr bias, is investigated. This cross-coupling can be caused by two factors: 1) non-zero mean canting angle of the propagation medium and 2) system polarization errors.
Ryzhkov and Zrnić (2007) have investigated (1) and Wang and Chandrasekar (2006) have investigated (2). We use the model of Hubbert and Bringi (2003) to investigate and quantify the affects
of cross-coupling on Zdr . The bias in Zdr is a strong function of φdp and can be quite significant
depending on the mean canting angle of the propagation medium and the magnitude of the antenna
polarization errors. The model shows that the only a few degrees of φdp need accumulate before
to cause significant Zdr bias if the mean canting angle of the propagation medium is large, say
greater than 10 degrees. This is quite common in the ice phase of storms and the result is radial
streaks of positive and negative Zdr bias. The model also shows that for the expected magnitude of
polarization error for center-feed parabolic reflector antennas, Zdr bias can be very significant after
moderate φdp accumulation (more than about 30 degrees). Experimental data from S-Pol verifies
the significance of the model predicted Zdr biases. For the S-Pol data set examined, the Zdr bias in
rain is measured to be about 0.3 dB after 70 degrees of φdp accumulation. The best way to control
such errors is to design an antenna with very high cross-channel isolation.
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1. CLUTTER MITIGATION DECISION ALGORITHM UPDATES
a. Introduction
The identification and mitigation of anomalous propagation (AP) and normal propagation (NP)
clutter is an ongoing problem in radar meteorology. Scatter from ground clutter targets routinely
contaminates radar data and masks weather returns causing poor data quality. The problem is typically mitigated by applying a clutter filter to all radar data but this also biases weather data that
have near zero radial velocity. Modern radar processors make possible the real time identification
and elimination of AP clutter. To this end, a fuzzy logic algorithm, referred to as Clutter Mitigation Decision (CMD), has been developed to distinguish between clutter echoes and precipitation
echoes. Subsequently a clutter filter is applied to those radar resolution volumes where clutter is
present and the radar moments computed from this selectively clutter filtered data. In this way
zero velocity weather echoes are preserved while clutter echoes are mitigated. Since the radar
moments are recalculated from clutter filtered echoes, the underlying weather echo signatures are
revealed thereby significantly increasing the visibility of weather echo. Single polarization and
dual-polarization versions of CMD have been developed and tested and are described in detail in
Hubbert et al. (2006) and Hubbert et al. (2009b,a). The single polarimetric version of CMD is
currently scheduled to be deployed on the National Weather Service operational radar network,
Weather Surveillance Radar 1988 Doppler (WSR-88D) beginning in the Spring of 2009.
Two external factors that potentially impact the performance of the CMD algorithms are mixed
weather and clutter conditions, and ground clutter echoes from trees that are in motion due to the
wind in heavily forested regions. The goal of this study is to determine the impact of these factors
on the CMD algorithms. Weather echoes can be biased in the presence of ground clutter echoes
even if the clutter is weaker than the weather echoes, in other words negative Clutter to Signal
Ratios (CSR; in dB). Friedrich et al. (2008) showed that dual-polarimetric variables are biased
with CSR values as low as -10 dB. Therefore it is important to determine how the CMD algorithm
performs as a function of CSR. In this study we investigate the characteristics of the different CMD
inputs, as well as the overall performance of CMD as a function of CSR.
The Clutter Phase Alignment (CPA) is a valuable input into CMD. It is a measure of temporal
phase fluctuations of echoes over typical data collection times for a single radar resolution volume.
CPA is defined as the magnitude of the vector sum of the individual time series members, xi divided
by the sum of the magnitudes of the xi :
CP A =

N
X

xi /

i=1

"N
X

#

|xi | .

(1)

i=1

where N is the number of samples in the radar resolution volume. Thus, CPA ranges from 0 to 1
with 1 indicating a very high probability of clutter. Intuitively, CPA is a good indicator of clutter
since by definition it is a metric of the primary characteristic of a stationary ground clutter target,
i.e., low variability of backscatter phase. CPA will be a maximum for targets with 0 m s−1 radial
5

Input Variable

Single-Pol

Clutter Phase Alignment (CPA)
SPIN
Texture of Reflectivity
Standard Deviation of Zdr (SDZDR)
Standard Deviation of φdp (SDPHI)

D
D
D

Dual-Pol

D
D
D
D
D

Table 1: Listing of input variables indicating which are used for the single- and dual-polarization algorithms.

velocity and narrow spectrum width (Hubbert et al. 2009a) and will decrease with increasing
spectrum width. Therefore, it is necessary to determine the impact on CPA, and ultimately CMD
performance, of trees and vegetation in motion due to wind, which may increase spectrum width
compared to stationary clutter. In this study we examine CPA values in echoes from the heavily
forested mountains of Southern Taiwan at various wind speeds.
b. CMD In Mixed Weather and Clutter
The inputs for the single and dual polarization CMD algorithms are listed in Table 1. The inputs
except CPA are computed over a specified number of range gates along a single azimuth. Details of
the input variable calculations can be found in Hubbert et al. (2006), and Hubbert et al. (2009b).
Radar data from NCARs S-band dual polarimetric radar (S-Pol) were collected in conditions of
mixed weather and clutter. The GMAP spectral domain clutter filter was run on the data throughout
the domain. The GMAP outputs the power of the clutter removed, so in the absence of near zero
velocity weather this information can be used to compute the Clutter-to-Signal Ratio. The CMD
algorithms were then run and the individual inputs and overall results analyzed as a function of the
computed CSR. Pure clutter and pure weather data were also available from S-Pol for comparison.
Fig. 1 shows normalized histograms of the standard deviation of ZDR (SDZDR) for pure clutter
(blue) and pure weather (red). The thick black line indicates the membership function for SDZDR
used in the CMD algorithm. The membership function is designed so that 1 strongly indicates
clutter and 0 strongly indicates no clutter with a smooth transition between. It can be seen that
the separation of pure weather and pure clutter for this variable is quite good, with only a small
overlapping area near values of 2.5.
Fig. 2 shows normalized histograms of SDZDR at different ranges of CSR values (dB). The
SDZDR membership function is again plotted in black. The histogram for CSR between 0 and -2
dB is similar to the pure clutter case shown in Fig. 1. However as the CSR decreases the histograms
become bimodal with a maximum at very low SDZDR values. Surprisingly the two modes of the
lower CSR histograms resemble the pure clutter and pure weather distributions. At a CSR range
between -8 and -10 dB roughly half of the range gates have low enough SDZDR that they are not
classified as clutter by this input.
Fig. 3 is similar to Fig. 1 but for the standard deviation of φdp (SDPHI). It can be seen that

6

Figure 1: Normalized histograms of SDZDR for pure clutter and pure weather. The black line indicates the
SDZDR membership function in CMD. The y-axis is the normalized frequency of occurrence.

7

Figure 2: Normalized histograms of SDZDR for various ranges of CSR values. The black line indicates the
SDZDR membership function CMD. The y-axis is the normalized frequency of occurrence.

the separation of pure weather and pure clutter in the case of SDPHI is even better than that of
SDZDR, with the clutter and weather peaks being further spaced and there is less overlap between
the categories.
Fig. 4 is similar to Fig. 2 but for the SDPHI. As for SDZDR the 0 to -2 dB CSR range histogram
is similar to the pure clutter shown in Fig. 3 and the histograms become bimodal with decreasing
CSR values. Again one mode resembles the pure clutter and the other mode resembles the pure
weather.
Fig. 5 and Fig. 6 present similar plots as Fig. 1 and Fig. 2 except they are for the texture of
reflectivity (TDBZ). It can be seen in Fig. 5 that the separation of the pure weather and pure clutter
for TDBZ is good but, not surprisingly, not quite as good as the dual polarimetric derived inputs
of SDZDR and SDPHI. The normalized histograms of TDBZ in Fig. 6 have different characteristics from the SDZDR and SDPHI as the CSR decreases. In this case there are not noticeable
bimodal distributions at lower CSR values, but instead the histograms increasingly resemble the
pure weather as CSR decreases.
Fig. 7 shows histograms in pure weather and pure clutter for the SPIN input variable. The
curves are not as smooth owing to the quantized nature of the SPIN variable. The separation of
pure clutter and weather using SPIN is seen to be quite good with very little overlap. Fig. 8 shows
the normalized histograms for various CSR values of the SPIN input variable. As CSR decreases
the SPIN variable displays a bimodal distribution, until the CSR range is -8 to -10 dB. At this range
the SPIN variable mostly resembles the pure weather values with the majority of the range gates
8

Figure 3: Similar to Fig. 1 for SDPHI.

Figure 4: Similar to Fig. 2 for SDPHI.
9

Figure 5: Similar to Fig. 1 for TDBZ.

Figure 6: Similar to Fig. 2 for TDBZ.
10

Figure 7: Similar to Fig. 1 for SPIN.

Figure 8: Similar to Fig. 2 for SPIN.
11

Figure 9: Similar to Fig. 2 for CPA.
indicated as weather.
Fig. 9 shows the normalized histograms at different CSR ranges for the CPA variable. The
distribution becomes bimodal with decreasing CSR. Notice that CPA is able to detect more range
gates with clutter at smaller CSR values than for SPIN or TDBZ.
From Figs. 1 through 9 it can be seen that the separation of pure weather and pure clutter and
also the detection of the presence of ground clutter at low CSR values is better for the dual polarimetric variables and CPA than for the single polarization inputs of TDBZ and SPIN. Therefore
it would be expected that the addition of the dual polarimetric variables to the single polarization
CMD algorithm would improve the performance, particularly at lower CSR values. This is illustrated in Fig. 10, which shows the fraction of range gates identified by CMD and subsequently
filtered (solid lines) and the fraction of unfiltered (dashed lines) range gates as a function of CSR
for the single polarization algorithm (thin lines) and the dual polarimetric algorithm (thick lines).
Range gates with SNR less than 10 dB are excluded. Note that the curves for the fraction of filtered
and unfiltered are complementary, i.e. one minus the fraction filtered line value gives the fraction
unfiltered line value. The improved performance with the addition of SDZDR and SDPHI (with
appropriate modification of the weights) can be seen by the dual polarimetric curves lying to the
left of the single polarization curves. The 50single polarization algorithm is close to -10 dB CSR,
while the dual polarization is closer to -13 dB.
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Figure 10: Comparison of the fraction of range gates identified by CMD for filtering between the dual pol
(thick lines) and single pol (thin lines) algorithms. The solid lines indicate the fraction of gates identified
for filtering and the dashed lines indicate the fraction of unfiltered gates.
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c. CMD In Forested Regions
In order to determine the impact of wind blown trees on the CPA input variable S-Pol data were collected on three clear days in Southern Taiwan with varying wind speeds as determined by surface
stations. This clutter data originated in the heavily Central Mountain Range and were collected
on June 6, June 13 and June 17, 2008 during the Terrain-influenced Monsoon Rainfall Experiment
(TiMREX) field experiment. The wind speeds on those days were 0 to 5 MPH, 5 to 10 MPH and
10 to 15 MPH, respectively. Histograms of the three data sets are shown in Figs. 11, 12 and 13.
Range gates identified to contain clutter on the calm day (June 6) were used in the analysis of all
three days. Note that S-Pol used indexed beams during TiMREX, so the results from all three days
contain data from the same range bins in the same locations. It can be seen that the distributions
of CPA did not vary noticeably at the differing wind speeds. In fact the mean CPA values were
nearly identical: 0.89 (0-5 MPH wind), 0.88 (5-10 MPH wind) and 0.89 (10-15 MPH wind). One
explanation is that the clutter reflectivity was dominated by the larger more stable portions of the
tree such as the trunks and thick branches, so that the power returned by the smaller, moving leaves
and branches was overwhelmed.
d. Conclusions
The performance of the single and dual polarization CMD algorithms was evaluated as a function
of CSR. The inputs were all found to have very good detection of clutter at negative values of
CSR. The SDZDR, SDPHI and CPA had superior detection at low CSR to SPIN and TDBZ. The
performance of the complete CMD algorithms showed that the single polarization algorithm had a
50shown that the dual polarization performance was improved with the 50closer to -13 dB.
The CPA was shown to be consistent in heavily forested regions independent of wind speed.
This is important given the fact that the CMD algorithm will be deployed across the United States
in different clutter environments.

14

Figure 11: Histogram of CPA in forested clutter region on June 6 with wind speeds from 0 to 5 MPH.

Figure 12: Histogram of CPA in forested clutter region on June 13 with wind speeds from 5 to 10 MPH.

15

Figure 13: Histogram of CPA in forested clutter region on June 17 with wind speeds from 10 to 15 MPH.
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2. Zdr ERRORS and SIMULTANEOUS HORIZONTAL AND
VERTICAL TRANSMISSION
a. Introduction
The simultaneous transmission and reception of H (horizontal) and V (vertical) polarized waves
(called SHV mode) has become a very popular way to achieve dual-polarization for weather radar
(Doviak et al. 2000). The advantage is that a fast polarization switch is not necessary to achieve
dual polarization data. The disadvantages are 1) that the linear depolarization ratio (LDR) is not
measured and 2) that there can be cross-coupling of the H and V waves which will lead to biases
in the measurement of of H and V reflectivities ZH and ZV , and the cross-correlation coefficient
ρhv = |ρhv | exp{Ψdp } where Ψdp = φdp + δ. φdp is the differential propagation phase while δ is
the differential backscatter phase. The viability of this dual polarization technique is base on 1)
non-zero mean canting angle of the propagation medium, and 2) negligible antenna polarization
errors. If either condition is not met, cross-coupling between the H and V channels occurs which
will cause measurement biases.
Measurement errors in the SHV mode have been investigated. Doviak et al. (2000) evaluated
cross-coupling errors of SHV mode and concluded that since the mean canting angle of rain is zero,
the errors were acceptable. Wang and Chandrasekar (2006) investigated the measurement errors
in ZH , Zdr , Ψhv and ρhv due to cross-coupling errors caused by the radar system as a function of
φdp . They concluded that system isolation between the the H and V channels must be greater than
-44 dB in order to insure the Zdr bias is with 0.2 dB for worst case errors.
Ryzhkov and Zrnić (2007) examined the effects of non-zero mean canting angle of the precipitation medium on SHV mode measurements. Data gathered in SHV mode with KOUN displayed
Zdr radial bias “stripes” after the radar waves passed through the ice phase of either convective
cells or stratiform precipitation. They propose that non-zero mean canting angle of the propagation medium causes coupling between the H and V polarized waves that causes the anomalous Zdr
signatures.
In this report, cross-coupling caused by non-zero mean canting angle and antenna errors are
investigated, first via a radar data model and second with experimental data. Transmit errors are
also included separately in the model by specifying the transmit polarization state that is fed to the
antenna.
All reflector type antennas will introduce some distortion to the desired H and V transmit
polarization states causing cross-coupling between the H and V polarization states. This will bias
polarization measurements of precipitation. These errors are analogous to the cross-coupling problem reported in Ryzhkov and Zrnić (2007). This report investigates the impact of antenna induce
cross-coupling errors caused by the non ideal radar antenna. The radar model introduced by Hubbert and Bringi (2003) is used to quantify the impact of polarization errors on Zdr and φdp . Finally
experimental data from S-Pol, NCAR’s S-band polarimetric radar, are used to illustrate the theory.
Recently, S-Pol collected data in fast alternating H and V mode (referred to as FHV mode) quickly
followed by data collected in simultaneous H and V transmit mode (referred to as SHV mode).
17

These data clearly illustrate the effects of antenna polarization errors. To our knowledge, this is
the first time that such data has been collected and analyzed.
b. Modeling Cross-Coupling and Polarization Errors
The scattering model used is described in Hubbert and Bringi (2003) but is briefly reviewed here.
The particles in the backscatter volume and the coherent propagation medium are independently
modeled. The “steady” propagation medium is modeled via a 2 × 2 matrix that includes absolute
attenuation (Ah ), differential attenuation (Adp ), differential propagation phase (φdp ) and mean
canting angle (θ) as parameters. The resolution volume (or backscatter medium) is modeled as an
ensemble of precipitation particles with Gamma DSD (drop size distribution) and arbitrary spatial
orientation distributions via the T-matrix method (Vivekanandan et al. 1991; Waterman 1969). The
modeled parameters can be independently varied so that the sensitivity of the crosspolar and co-tocross covariances can be studied. Antenna polarization errors are modeled similar to McCormick
(1981).
The scattering geometry used is the BSA (backscatter alignment) convention (Bringi and Chandrasekar 2001). Canting angles are measured counterclockwise from the horizontal in the plane of
polarization (i.e., plane containing H and V axes perpendicular to the propagation direction).
Since forward scatter is coherent (van de Hulst 1957), the propagation medium can be completely described via a 2×2 scattering matrix, P, as
P = R(−θ)P0 R(θ)

(2)

where R is the Cartesian rotation matrix and P0 is the principal plane propagation matrix
"

P0 =

e{λ1 z} 0
0
e{λ2 z}

#

(3)

where λ1,2 are the complex propagation constants along the principal planes of the propagation
medium and z is the distance along the direction of propagation
In this report, the antenna polarization errors and cross-coupling caused by non-zero mean
canting angle are the focus and the backscatter medium is not considered. The mean tilt angle, α,
and mean ellipticity angle , , are of the backscatter medium set to zero and this implies that the
co-to-cross covariance terms in the backscatter 3×3 covariance matrix are zero. The general form
of the propagation-modified covariance matrix is (Tragl 1990)
√


2
∗
∗
h|S
|
i
2hS
S
i
hS
S
i
aa
aa
aa
ab
bb
√
√

∗
∗
Σ0 = 
(4)
2hSab Saa
i √2h|Sab |2 i
2hSab Sbb
i 

∗
∗
2
hSbb Saa i
2hSbb Sab i
h|Sbb | i
where h∗i denote ensemble average.
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c. Antenna Polarization Errors
The radar antenna and surrounding microwave circuitry introduce microwave cross-coupling that
give rise to polarization errors so that pure H or V polarization is not transmitted. Polarization
errors have been covered in detail by McCormick (1981). Some of the sources of polarization
error are non-ideal feed horn, non-ideal parabolic reflector, antenna support struts and edge effects. These polarization errors are distributed across the radar antenna patterns and thus can vary
across the beam especially where the cross-polarized lobes exist (Bringi and Chandrasekar 2001).
For distributed precipitation media, the resulting error is an integrated effect and we model these
distributed errors with a 2×2 polarization error matrix.
The polarization errors are easily included in the model by pre- and post- multiplying S, the
2 × 2 backscatter matrix, by the error matrix Υ
Se = ΥT SΥ
where

"

Υ=

ih εv
εh i v

(5)

#

.

(6)

with constraints i2h + |εh |2 = i2v + |εv |2 = 1 with ih , iv real. The polarization errors of the H
and V channels are represented by the complex numbers εh and εv , respectively. The polarization
errors can also be equivalently represented with the geometric ellipse parameters of tilt angle, τ
and ellipticity angle, . These variables are related by (Azzam and Bashara 1989)
2<(χ)
1 − |χ|2
2=(χ)
sin 2 =
1 + |χ|2

tan 2τ =

(7)
(8)

where χ is the polarization ratio define by χ = Ev /Eh where Ev and Eh are the vertical and
horizon electric field components, and < and = denote real and imaginary parts, respectively. For
H errors, χ = εh /ih and for V errors, χ = iv /εv . As can be seen from the equations, if the εh
(εv ) is real then  is zero and if εh (εv ) is imaginary then τ is zero. If the errors are orthogonal,
i.e., εv = −ε∗h , then Υ is unitary and (5) represents an orthogonal change of polarization basis.
Separating the polarization errors into their geometric components gives a convenient and intuitive
way to analyze polarization errors.
d. Modeling Simultaneous H and V transmission
The model thus far was constructed under the assumption that the radar is operating in FHV (fast
alternating H and V) mode. The covariance matrix of Eq.(4) is a convenient form for to express
the radar covariances and for polarization bases transformations; however, it does not function as
a transmission matrix, i.e., it does not express a transfer relationship between an arbitrary input
polarization and the resultant output covariances such as the 4 × 4 Mueller matrix does (Bringi
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and Chandrasekar 2001). In order to model output covariances that result from arbitrary transmit
polarizations, a 4×4 covariance matrix is formed using the feature vector
ΩT = [SHH SV H SHV SV V ]

(9)

Taking the outer product of of the feature vector gives the covariance matrix in the H-V basis as




Σ0 = 


∗
i hSHH SV∗ V i
h|SHH |2 i hSHH SV∗ H i hSHH SHV
2
∗
∗
hSV H SHH i h|SV H | i hSV H SHV i hSV H SV∗ V i
∗
hSHV SHH
i hSHV SV∗ H i h|SHV |2 i hSHV SV∗ V i
∗
∗
hSV V SHH i hSV V SV∗ H i hSV V SHV
i h|SV V |2 i







(10)

where h·i denotes spatial or temporal averages. Note that the covariance matrix is Hermitian. It
can be shown that the matrix of Eq.(10) is easily transformed to the Mueller matrix and thus the
covariance matrix of Eq.(10) can also be used as a transfer function matrix
Jo = Σ 0 Ji

(11)

where Ji and Jo are 4×1 input and output coherency matrices. In terms of the desired polarization characteristics of the incident polarization, namely tilt angle (α) and ellipticity angle (), Ji
becomes





Ji = 

Ji1
Ji2
Ji3
Ji4










=





1 + cos 2α cos 2
sin 2α cos 2 − j sin 2
sin 2α cos 2 + j sin 2
1 − cos 2α cos 2







(12)

If linear slant 45◦ incident is desired (i.e. SHV mode), then α = 45◦ and  = 0◦ . The SHV
variables of interest can be calculated as
hy
= 10 log10 [Jo1 /Jo4 ]
Zdr

(13)

Ψhy
dp

(14)

ρhy
hv

−1

= tan (={Jo3 }/<{Jo3 })
|Jo2 |
= q
|Jo1 ||Jo4 |

(15)

where the superscript denotes hybrid mode or SHV mode.
e. Model Results
hy
Next we examine biases in Zdr
(SHV mode Zdr or “hybrid” Zdr ) caused by 1) transmit errors,
and 2) non-zero mean propagation canting angle. Antenna polarization errors are considered later.
Again, the radar variables are plotted as a function of principal plane φPdp . Since φPdp is the independent variable and since Kdp is of more meteorological interest than φdp , normalize hybrid Kdp
is expressed as:

20

N hy
Kdp

hy
Kdp
= P
Kdp

(16)

N hy
hy
P
is principal plane Kdp . Absolute
where Kdp
is normalize hybrid Kdp , Kdp
is hybrid Kdp and Kdp
attenuation Ah = 0.0165 dB/deg. and differential attenuation Adp = 0.0035 dB/deg. which are
typical S-band values.
hy
i. Transmit Errors Zdr
is plotted as a function of φPdp . The transmit polarization state is specified
with the complex transmit H and V electric fields, Eht and Evt . This is not the electric field that
emerges from the the antenna but is rather the electric field that is injected into the wave guides
that feed the antenna. For SHV mode, ideally Eht = Evt . Figure 14 shows Zdr when |Eht | =
6 |Evt |,
the mean canting angle of the precipitation medium is zero degrees and the antenna polarization
are zero, i.e., εh = εv = 0. The Zdr bias is independent of the phase difference between Eht and
Evt . The slope of the curves is caused by Adp = 0.0035dB/deg. The red nominal line is considered
ideal. As can be seen the biases are constant as compared to the nominal curve and such biases
could be corrected via calibration.

ii. Cross-Coupling and the Propagation Medium The model is now used to illustrate Zdr bias
caused by non-zero mean canting angle of the propagation medium. Antenna errors are zero and
the transmit errors are zero, i.e., Eht = Evt . Figure 15 shows just the Zdr bias as a function of
φPdp with the mean canting angle of the propagation medium as a parameter. As the mean canting
angle increases, the bias increases. If the principal plane φdp < 10◦ , the biases are kept to within
about 0.1 dB. Figure 16 is similar to Fig. 15 except that the phase difference between Eht and Evt is
90◦ , i.e., the transmit polarization is circular. The Zdr bias now increases much more rapidly as a
function of φPdp as compared to Fig. 15. Now φPdp needs to be less than about 1 degree in order to
kept Zdr bias less than about 0.1 dB. This then shows that if the mean canting angle of ice particles
is not zero, very little differential phase needs to accumulate in order to cause significant Zdr bias.
This corroborates the research of Ryzhkov and Zrnić (2007).

f. Estimating Polarization Errors
The estimation of the complex error terms, εh and εv , is difficult and they are typically not supplied
by the manufacturer. There are ways, however, to estimate the magnitude of the error terms and to
generally qualify their character. Two available quantities are, LDR (Linear Depolarization Ratio)
and passive sun calibration measurements.
LDR can be expressed as a function of the polarization errors εh and εv (Bringi and Chandrasekar 2001). The radar system lower limit of LDR can be estimated by measurements in drizzle
where raindrops are considered circular so that the intrinsic LDR is − inf dB. Measured LDR is
then an estimate of the radar system isolation between the H and V channels. For well designed
radars, the dominant cross-coupling factor is the antenna. The received electric-fields can be mod21

Figure 14: Zdr as a function of principal plane φdp with unbalanced transmit power as a parameter. For
SHV mode, |Eht | = |Evt | and this curve is shown as nominal in red. The errors are independent of the phase
difference between Eht and Evt .

Figure 15: Zdr bias as a function of principal plane φdp with the mean canting angle of the propagation
medium as a parameter. There transmission errors are zero, i.e., |Eht | = |Evt |. The errors are independent
of the phase difference between Eht and Evt .
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Figure 16: Zdr bias as a function of principal plane φdp with the mean canting angle of the propagation
medium as a parameter. |Eht | = |Evt | but there is a 90◦ phase difference, i.e., circular polarization is
transmitted.

eled in drizzle as

"

Ehr
Evr

#

"

=

i h εh
εv iv

#"

1 0
0 1

#"

ih εv
εh iv

#"

Ehi
Evi

#

(17)

where the identity matrix is the backscatter matrix for drizzle. For transmit state Ehi = 1, Evi = 0,
LDR is
|hεv ih + εh iv i|2
LDR =
(18)
|hi2h + ε2h i|2
Using the approximations |εh,v |  ih,v and ih = iv ≈ 1, it follows that
LDR = |εh + εv |2 = |εh |2 + |εv |2 + 2<{εv ε∗h }

(19)

where < stands for the the real part.
The LDR system limit values are typically in the -30 to -34 dB range for well designed radars.
If εh = εv and εh and εv are real (or imaginary) then LDR = 10 log10 (2εh )2 = −30 dB, and
therefore εh = εv = 0.0158. If the the LDR limit is -35 dB, then εh = εv = 0.00889. Equivalently,
these errors correspond to a tilt and ellipticity angles of the polarization state (polarization ellipse)
of the received wave. The angles are 0.91◦ and 0.51◦ for LDR limits of -30 dB and -35 dB, respectively. If the εh and εv are real, the angles are tilt angles, and if the εh and εv are imaginary, the
angles are ellipticity angles.

i. Solar scan measurements The solar data is collected performing a “box scan” of the the sun
in passive mode. The sun here is considered as an unpolarized RF source that has a width of about
0.53◦ (Tapping 2001). The dimension of the box scan is approximately 3◦ high (elevation angle) by
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7◦ wide (in azimuth). Noise samples are collected while the radar is pointing away from the the sun
so that the thermal background noise can be estimated and used to correct the measured sun data.
The typical scanning rate is 1◦ s−1 . The data is interpolated to a square 2◦ by 2◦ in 0.1◦ intervals.
The data is first corrected for sun movement and distortion caused by scanning in elevation and
azimuth angle rather than in a rectangular grid. Shown in Fig. 17 are the H and V pseudo antenna
patterns obtained from such solar scans. These are termed pseudo antenna patterns since the sun
is not a point source and thus the given antenna patterns are a convolution of the antenna beam
pattern of S-pol with the 0.53◦ solar disk. The complex H and V antenna data can be used to create
a correlation antenna pattern. The receive voltage time series, Ehr (i) and Evr (i), for the H and V
patterns, respectively, are correlated in typical fashion as
PN

i=1

ω = qP
N

Eh (i)Ev∗ (i)

∗
i=1 Eh (i)Eh (i)

PN

∗
i=1 Ev (i)Ev (i)

(20)

This data can also be interpolated to a grid. The resulting magnitude and phase of the correlation product of Eq.(20) are give in Fig. 18. Since the sun radiation is unpolarized, the correlation
between any two orthogonal polarization state should be zero. The top panel of the figure shows
two principal ”lobes” in the lower two quadrants where the correlation increases to about 0.07.
These large areas of increased correlation coefficient are a manifestation of the antenna polarization errors. The cross-correlation is obviously a function of azimuth and elevation angle and is
not constant across the 2◦ by 2◦ antenna patterns shown. The areas of maximum correlation do,
however, fall outside the 3 dB beamwidth of the antenna which is about 1◦ . The bottom panel of
Fig. 18 shows the complex behavior of the phase of the correlation products with the phases being
fairly constant in the regions of highest correlation. For the lower left quadrant this phase is -100◦
while the lower right quadrant phase is about 60◦ .
The radar model presented above represents the antenna polarization errors as a single complex
number numbers for the H and V polarization, i.e., the polarization errors are considered constant
across the entire radar antenna pattern. Even though this is not true, it is a useful approximation
that simplifies analysis and permits a “first order” evaluation and simulation of polarization errors.
It can be shown that for small polarization errors, εh and εv ,
Ω = ε∗h + εv

(21)

where Ω is the pattern integrated correlation coefficient and εh and εv are the antenna polarization
errors as given in Eq.(6). Thus, the correlation products are averaged across the entire given 2◦ by
2◦ correlation beam pattern of Fig. 18 to arrive at a single complex number. This would be valid if
the radar is scanning a uniform, homogeneous region.
Solving Eqs.(19) and (21) simultaneously yields
={εv } =
={εh } =

={Ω} ±

q

=2 {Ω} − (|Ω|2 − LDRlin )
2

−={Ω} ∓

(22)

q

=2 {Ω} − (|Ω|2 − LDRlin )
2
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(23)

Figure 17: Pseudo H (top) and V (bottom) S-Pol antenna patterns obtained by scanning the sun passively.
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Figure 18: Pseudo H to V correlation S-Pol antenna patterns obtained by scanning the sun passively. Top
panel is the magnitude and the bottom panel is phase in degrees.
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A
B
C
D

H tilt
-0.5◦
0.5◦
-0.5◦
0.5◦

H ellip.
-0.7◦
-0.7◦
0.7◦
0.7◦

V tilt
89.5◦
90.5◦
89.5◦
90.5◦

V ellip.
0.7◦
0.7◦
-0.7◦
-0.7◦

Table 2: The H and V tilt and ellipticity error angles corresponding to 20.
where LDRlin is LDR in linear scale. In term of the voltages, the solutions are
={εh } =

={ldr} − ={Ω}
2

={ldr} + ={Ω}
2
The real parts are not solvable but it can be shown they obey the condition
={εv } =

<{ldr} − <{Ω} = 0

(24)
(25)

(26)

where ldr is the complex number εh + εv (see Eq.(19)).

ii. Antenna errors Figure 19 shows SHV mode Zdr for one degree polarization tilt errors (upper
panel) and one degree polarization ellipticity errors (lower panel). Such errors correspond to an
LDR system limit of about -30 dB. The solid straight lines represent non-biased Zdr that would
be measured in fast alternating transmit mode. As can be seen, Zdr errors are significant with a
maximum error of about 0.6 dB.
Figure 20 shows Zdr bias for mixed tilt and ellipticity angles. The H and V tilt and ellipticity
angles are given in Table 2. As can be seen, the character of the Zdr bias is quite different for each
curve with the maximum bias of about 0.4 dB for each curve. These antenna errors all correspond
to about a -31 dB system LDR limit.

g. S-Pol Experimental SHV Data
During May and June 2008, S-Pol was deployed in Southern Taiwan for the field experiment TiMREX (Terrain-influenced Monsoon Rainfall Experiment) where data were collected in the SHV
mode. Normally S-Pol operates in the FHV mode. Thus, SHV and FHV data that were gathered
only minutes apart can be compared. Two cases are examined: 1) 8.6◦ elevation data and 2) 2.0◦
elevation data. The first case demonstrates SHV Zdr bias due to non-zero mean canting angle and
the second data set demonstrates SHV Zdr bias due to antenna polarization errors.
i. 8.6◦ elevation data Figures 21 and 22 show S-Pol FHV mode reflectivity (Z) and differential
reflectivity (Zdr ) gathered during TiMREX on 2 June 2008, 6:19:36 UTC at 8.6◦ elev. Figures 23
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Figure 19: SHV mode Zdr for one degree antenna polarization errors. The upper panel shows ±1◦ tilt
errors while the lower panel shows ±1◦ ellipticity errors.

Figure 20: SHV mode Zdr for mixed tilt and ellipticity antenna error angles which are given in Table 2.
These antenna errors correspond to a system LDR limit 0s -30 dB.
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and 24 show SHV Z and Zdr gathered at 6:13:59 UTC at 8.6◦ elev. A line of convective cells is on
the eastern edge with trailing stratiform rain to the west. Storm cells were moving west to east. At
about 35 km range, high and noisy Zdr marks the brightband. Note the azimuthal “striping” of Zdr
in the SHV mode Zdr data beyond the brightband in Fig. 24. No Zdr striping is evident in the FHV
Zdr data of Fig. 21. The Zdr striping in Fig. 24 is likely due to non-zero mean canting angle of the
ice particles in the propagation path in agreement with the results presented by Ryzhkov and Zrnić
(2007).
ii. 2.0◦ elevation data Figures 25 and 26 show S-Pol FHV mode reflectivity (Z) and differential
reflectivity (Zdr ) gathered during TiMREX on 2 June 2008, 6:17:06 UTC at 2.0◦ elev. Figures 27
and 28 show SHV Z and Zdr gathered at 6:11:28 UTC at 2.0◦ elev. There is no Zdr striping evident
in the SHV data of Fig. 28 since the elevation angle is low and most of the data is in rain which has
zero mean canting angle. The SHV and FHV Zdr data appear fairly comparable but in fact there is
a bias in the SHV Zdr data. To show this, we employ the self consistency Z calibration technique
of Vivekanandan et al. (2003). The technique is based on the relationship of Z, Zdr and φdp in
rain. Based on the typical range of rain drop size and shape distributions, φdp can be estimated
from measured Z and Zdr . This estimated φdp (φedp ) is compared to the measured φdp (φm
dp ). A
scatter plot is generated and a straight line fit is calculated. If the calculated mean line differs from
the 1-to-1 line, this indicates a reflectivity bias. The technique assumes that Zdr is well calibrated
(S-Pol Zdr is calibrated via vertical pointing data in light rain).
Shown in Fig. 29 is a scatter plot of φedp versus φm
dp for FHV TiMREX data. The Z bias is
about 0.03 dBZ, i.e., negligible. Note the tight scatter about the 1-to-1 line. This indicates that that
S-Pol is well calibrated and such self consistency plots are the norm for S-Pol. Fig. 30 is similar
to Fig. 29 except the data was gathered in SHV mode. The scatter is rather tight about the 1-to-1
line for φdp < 50◦ but for φdp > 70◦ the computed φdp are biased low. We believe that this is due
to biased SHV Zdr .
To further illustrate this SHV Zdr bias, Zdr is averaged under the constraint 20 dBZ< Z <
25 dBZ. These Zdr data are partitioned into three categories: 1) 20◦ < φdp < 40◦ , 2) 40◦ <
φdp < 70◦ , and 3) 70◦ < φdp < 100◦ . The results are given in Table 3. For low φdp the SHV
and FHV Zdr values are about equal. For 40◦ < φdp < 70◦ , the Zdr s differ by 0.11 dB and for
70◦ < φdp < 100◦ the Zdr s differ by 0.27 dB. The data is not corrected for differential attenuation.
This increasing difference between FHV and SHV Zdr as a function of φdp is consistent with the
Zdr bias predicted for antenna errors of radar systems with LDR limit in the -30 dB to -35 dB range.

h. Conclusions
Simultaneous transmission of H and V polarization waves (termed SHV mode) is now a popular
way to construct dual-polarization radar systems. The technique is based on the assumption of 1)
zero-mean canting angle of the precipitation medium and 2) negligible antenna polarization errors.
Zero-mean canting angle is a good approximation for rain but not for the ice phase of storms. SHV
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Total φdp
between 20 and 40 deg.
between 40 and 70 deg.
between 70 and 100 deg.

Mean Zdr (dB)
FHV
SHV
0.17
0.16
0.15
0.26
-0.07
0.20

Table 3: A comparison of Zdr values for FHV and SHV modes as a function of φdp . Reflectivities are limited
to between 20 and 25 dBZ.

data from S-Pol during TiMREX showed Zdr biases in the ice phase of storms are are likely due
to a non-zero mean canting angle of the the ice particles. This corroborates well with Ryzhkov nd
Zrnić (2007) similar findings.
Antenna errors were modeled and the Zdr biases were examined when using SHV mode of
operation. If a radar has an LDR measurement limit of −30 dB (determined from measurements
in drizzle), then this errors corresponds to about 1◦ of either tilt or ellipticity angle polarization
error. The bias in Zdr is significant even for relatively low accumulation of φdp depending on the
magnitude of the polarization errors and the relative phase of the H and V electric fields delivered
to the antenna. To mitigate this problem, the H and V channel isolation need to be made low as
possible.
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Figure 21: FHV mode reflectivity for 8.6◦ elev.

Figure 22: FHV mode Zdr for 8.6◦ elev. corresponding to Fig. 21.
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Figure 23: SHV mode reflectivity for 8.6◦ elev.

Figure 24: SHV mode Zdr for 8.6◦ elev. corresponding to Fig. 23.
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Figure 25: FHV mode reflectivity for 2.0◦ elev.

Figure 26: FHV mode Zdr for 2.0◦ elev. corresponding to Fig. 25.
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Figure 27: SHV mode reflectivity for 2.0◦ elev.

Figure 28: SHV mode Zdr for 2.0◦ elev. corresponding to Fig. 27.
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Figure 29: Scatter plot of calculated φdp (from Z and Zdr ) versus measured φdp from TiMREX FHV data.
The Z bias is about 0.03 dBZ.

Figure 30: Scatter plot of calculated φdp (from measured Z and Zdr ) versus measured φdp from TiMREX
SHV data. The Z bias is about -0.37 dBZ but this is not the cause of the bias of the points for high φdp . It is
bias of Zdr for high φdp which is the cause.
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3. A HYBRID SPECTRUM WIDTH ESTIMATOR
a. Introduction
With the advent of the Open Radar Data Acquisition (ORDA) system on WSR-88D radars and
the introduction of significantly more powerful signal processing hardware comes the opportunity
to improve the method used for estimating the spectrum width, a measure of the variability of
radial wind velocities within a measurement pulse volume. In addition, the implementation of
new operational modes for improved data quality, including SZ phase coding, will involve very
different signal processing techniques and hence may require novel methods to meet the WSR88D specifications. While spectrum width has not been used extensively by radar meteorologists in
the past, the new NEXRAD Turbulence Detection Algorithm (NTDA), developed under direction
and funding from the FAA’s Aviation Weather Research Program, will soon be using the WSR88D spectrum width as a key input for providing in-cloud turbulence estimates (eddy dissipation
rate, EDR) for an operational aviation decision support system (Williams et al. 2005). Achieving
improved spectrum width estimator performance would directly benefit the accuracy of the NTDA
product.
This paper addresses these issues by evaluating performance characteristics of several spectrum width estimators, including the pulse-pair estimator currently used in the WSR-88D. Evaluations are performed using simulated radar time-series data representing a variety of scenarios for
different signal-to-noise ratios, overlaid power ratios, and spectrum widths. A hybrid algorithm
combining three spectrum width estimators is proposed, and it is shown that this algorithm, while
slightly more computationally intensive, is more accurate and robust than any method alone.
b. Methodology
To evaluate and compare different spectrum width estimators we generated random complex timeseries data for various true spectrum width, signal-to-noise ratio (SNR) and overlaid power ratio
(PR) scenarios. We used an I&Q simulation technique based on the method described in Frehlich
and Yadlowsky (1994); Frehlich (2000); Frehlich et al. (2001) except that the autocorrelation function is that of a weather echo as defined in Doviak and Zrnić (1993, p. 125). This is a preferable
method for generating complex time-series with a given average autocorrelation function, as opposed to what is described by Zrnić (1975), because it is not necessary to generate as long of a
time-series in order to get the correct temporal statistics.
In what follows, the simulator input (“true”) spectrum width will be denoted as W , while
the estimated spectrum width will be denoted as Ŵ with a modifying subscript specifying the
estimation technique used. Estimation errors were calculated by subtracting the simulator input
values from the estimated values (i.e. Ŵ − W ). In this paper, we do not show plots of standard
errors (i.e., RMS errors); rather, we break out the error analysis into biases and standard deviations,
which have quite different implications for turbulence detection since bias cannot be mitigated by
averaging while random unbiased errors can. However, RMS error estimates may be obtained by
taking the square root of the sum of the squared biases and standard deviations.
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c. Spectrum Width Estimators
In this section, we used the simulator to generate short PRT data with the following characteristics,
unless otherwise noted: wavelength λ = 10.5 cm, the pulse repetition time (PRT) is 987 µs, the
number of samples per time-series (M ) is 88, signal-to-noise ratios (SNR) of 10 dB, 20 dB, and 30
dB, and varying input spectrum widths. This corresponds to the NEXRAD volume control pattern
(VCP) 21, which is commonly used for storms that are not expected to evolve quickly.
i. The R0/R1 Pulse Pair Estimator The standard spectrum width estimator currently used in the
WSR-88D radars on short PRT data is the R0/R1 estimator (Doviak and Zrnić 1993), so named
because it utilizes the ratio of the first two lags of the autocorrelation function:
√

Ŵs01 =
2/π Va |log (PS / |R1 |)|1/2
(27)
The “s” in the subscript “s01” indicates that the short PRT data are used. Here Va is the Nyquist
velocity, PS is the average power of the signal with noise removed, and R1 is the first lag of
Pn−1 ∗
the autocorrelation function (i.e. R1 = (n − 1)−1 k=1
V (k) V (k + 1) where V (k) are the
complex-valued I&Q radar time-series). In the event that |R1 | < PS , in which case the log has a
negative argument, the spectrum width is set to 0 as is done on the WSR-88D.
The performance statistics obtained via simulation for the short PRT (913 µs) R0/R1 spectrum
width estimator in the case of (essentially) no overlaid echoes is shown in Figure 31 for various
input spectrum widths and SNRs. The biases are shown in Figure31(a), and the standard deviation
of the errors Ŵs01 − W is depicted in 31(b). The error standard deviation plot agrees reasonably
well with that in Doviak and Zrnić (1993), although there are some differences. These may be
caused by different approaches to dealing with the cases where |R1 | < PS , or to different methods
used to generate time-series segments for analysis. The biases and standard deviations show that
for low SNRs (0 and 4 dB) this estimator is very poor, with large error standard deviations and
large and variable bias values. As SNR increases to 10 dB and greater, the bias relative to the
input spectrum width improves dramatically for all but rather small or quite large input spectrum
widths, and the error standard deviations improve for small and, especially, medium spectrum
width values. For large input spectrum widths, the spectrum width estimator eventually saturates,
as can be seen from the increasing negative bias for all SNR levels.
ii. The R1/R2 Pulse Pair Estimator Another estimator described by Doviak and Zrnić (1993) is
the R1/R2 estimator, which is based on the ratio of the first and second lags of the autocorrelation
function:
  √ 
Ŵs12 = 2/ π 6 Va |log (|R1 /R2 |)|1/2
(28)
n−2 ∗
where R2 is the second lag of the autocorrelation function (i.e. R2 = (n − 2)−1 k=1
V (k) V (k + 2).
In the event that |R2 | < |R1 |, the spectrum width is set to 0.
The performance statistics obtained via simulation for the short PRT (913 µs) R1/R2 spectrum
width estimator in the case of (essentially) no overlay for various input spectrum widths and SNRs

P
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(a) Bias of Ŵs01

(b) Standard Deviation of Ŵs01

Figure 31: Bias and error standard deviation plots of the short PRT R0/R1 spectrum width estimator for
varying input spectrum widths and SNRs (0, 4, 10, 15 and 20 dB shown). The PR in this data is set at 30
dB, low enough such that the weak trip does not significantly impact the statistics.

is shown in Figure 32. The biases are shown in Figure 32(a), and the error standard deviation in
32(b). The biases and error standard deviations show that for 0 dB SNR this estimator is very
poor, but the performance for 4 dB is much improved over the R0/R1 estimator. Again, there are
biases for small input spectrum widths, but the performance is significantly better than the R0/R1
estimator in this regime, particularly for SNRs of 10 dB or higher. In fact, the estimator as a whole
performs better than R0/R1 until the input spectrum width approaches 8 m/sec. At that point the
R1/R2 estimator saturates, leading to severe negative biases.
iii. The R1/R3 Pulse Pair Estimator The R1/R3 estimator, is derived in the same way that the
above pulse-pair estimators. It is based on the ratio of the first and third lags of the autocorrelation
function:
Ŵs13 = (1/ (2π)) Va |log (|R1 /R3 |)|1/2
(29)
n−3 ∗
where R3 is the second lag of the autocorrelation function (i.e. R3 = (n − 3)−1 k=1
V (k) V (k + 3).
In the event that |R3 | < |R1 |, the spectrum width is set to 0. This estimator behaves much like the
R1/R2 estimator except that it performs better at very narrow spectrum widths, but also saturates
very quickly.

P

iv. The PPLS2 Estimator All of the above models assume that the autocorrelation function is a
Gaussian, and this one does also. In the above ones the fit of the Gaussian is exactly determined
by 2 points (lags). However, the pulse-pair least squares estimator (PPLS2) uses 3 points, lags
0, 1, and 2, and is thus over-determined. The log of the autocorrelation function, if Gaussian, is
a concave-down quadratic, and thus a least squares fit can be found efficiently. This estimator
behaves somewhere between the R0/R1 and the R1/R2, as might be expected. It performs better
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(a) Bias of Ŵs12

(b) Standard Deviation of Ŵs12

Figure 32: Bias and error standard deviation plots of the short PRT R1/R2 spectrum width estimator for
varying input spectrum widths and SNRs (0, 4, 10, 15 and 20 dB shown). The PR in this data is set at 30
dB, low enough that the weak trip does not significantly impact the statistics.

than R0/R1 for narrow spectrum widths, although not as good as R1/R2, and worse than R0/R1
for wide spectrum widths, although better than R1/R2.
d. A Hybrid Approach
The three estimators (Ŵs01 , Ŵs12 , and Ŵs13 ) each performs well in certain regimes. Ŵs01 performs
well in higher SNRs and for larger spectrum widths, whereas Ŵs12 performs well for slightly lower
SNRs and medium-valued spectrum widths. The estimator Ŵs13 performs the best for very narrow
spectrum widths. These complementary regimes of relatively good performance suggest that a
hybrid approach where the appropriate estimator is used depending on the true (but unknown)
spectrum width, might achieve good overall performance. Because the true spectrum width is
unknown, a guess is made by calculating different estimators (R0/R1, R1/R3, and PPLS2) and
then using a heuristic algorithm. Once the decision (guess) is made whether the true spectrum
width is narrow, medium, or wide, then the appropriate estimator (R1/R3, R1/R2, and R0/R1,
respectively) is used to calculate the final spectrum width estimate.
i. Algorithm
• The spectrum width estimators Ŵs01 , Ŵs13 , and ŴsP P LS2 are calculated.
• Based on n, the number of samples in the time-series, a table lookup of the wide normalized
spectrum width threshold, wtw is performed. By normalized we mean that the spectrum
width threshold must be multiplied by Va in order to be directly compared to the spectrum
width estimators.
• If

1
2





Ŵs01 + ŴsP P LS2 > Va wtw then the spectrum width is guessed to be large. In which
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case, Ŵs01 is the final output.
• Otherwise, another table lookup is performed (again based on n) to find the narrow normalized spectrum with threshold, wtn .
• If Ŵs13 < Va wtn then the spectrum width is guessed to be small. In which case, Ŵs13
is the final output. For smaller values of n (n ≤ 58), wtn is set to −1, in which case
this comparison is always false, and the algorithm proceeds to the next step. This is done
because for smaller values of n, the capabilities of any tested estimator (including Ŵs13 ) for
discriminating between narrow and medium spectrum widths is poor. Since it is better to
guess that a narrow spectrum width is medium-sized than vice verse, the algorithm errs on
the side of guessing that the spectrum width is medium-sized.
• Otherwise, the spectrum width is guessed to be medium-sized. Ŵs12 is calculated and returned as the final output.
In figure 33, the thresholds as a function of n are shown. These thresholds were obtained in
a automated way by running simulation data through a classification decision tree. The costs
associated with misclassifications were set to reflect that guessing that a spectrum width is too big
is, in general, better than guessing that a wide spectrum width is narrow. This is true both from an
estimator comparison standpoint as well as from the fact that wide spectrum widths are associated
with hazards and so occasional over-warning is generally better than under-warning.
e. Results
Statistical comparisons of the R0/R1 estimator and the proposed hybrid estimator are shown in
figures 34 - 36 (for n = 38, 88, and 278, resp., with PRT of 780 µs). The left plots (a) show the
results from the R0/R1 estimator, and the right (b) shows those from the hybrid estimator. As
can be seen, there are substantial improvements, in both bias and standard deviation, for narrower
spectrum widths. It would not be expected to see improvements for larger spectrum widths because
the R0/R1 is used in the hybrid estimator for wide spectrum widths because it performs the best
of all the estimators tested in that regime.
Another way of comparing the performance of the two estimators is via 2-D histograms of
true input spectrum width versus the output from the estimators. This is similar to a scatter plot
comparison of the data. These are shown in figures 37 - 39, with the left plots (a) again showing
the results from the R0/R1 estimator, and the right (b) showing those from the hybrid estimator.
The simulation parameters are the same as the above results, but focused solely on a SNR of 20 dB.
As can be seen, the hybrid again performs better than R0/R1 for the narrower spectrum widths.
It is possible to see a few more outliers, especially for n = 38 (figure 37) around an input width
of 10 m/s. This is caused by wide spectrum widths being wrongly diagnosed as medium-sized.
However, the number of outliers is quite small.
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Figure 33: Plot of the thresholds (cutoffs) for narrow, medium, and wide spectrum widths as a function of n,
the number of pulses in the time-series. The cutoffs are normalized and so must be multiplied by the Nyquist
velocity to be compared to the estimators. The upper cutoff is compared first to the average of the PPLS2
and R0/R1 estimators. If the spectrum width is deemed not wide, then the R1/R3 estimator is compared
to the lower cutoff to determine if the spectrum width is narrow.
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(a) Bias and Std of Ŵs01

(b) Bias and Std of Ŵhyb

Figure 34: Bias and error standard deviation plots of the R0/R1 (a), and hybrid (b) spectrum width
estimators for varying input spectrum widths and SNRs (5, 10, and 20 dB) as a function of true input
spectrum width. The number of samples per time-series is 38 and the PRT is 780 µs. The biases are shown
in the top panels and the standard deviations are shown in the bottom panels.
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(a) Bias and Std of Ŵs01

(b) Bias and Std of Ŵhyb

Figure 35: Bias and error standard deviation plots of the R0/R1 (a), and hybrid (b) spectrum width
estimators for varying input spectrum widths and SNRs (5, 10, and 20 dB) as a function of true input
spectrum width. The number of samples per time-series is 88 and the PRT is 780 µs. The biases are shown
in the top panels and the standard deviations are shown in the bottom panels.
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(a) Bias and Std of Ŵs01

(b) Bias and Std of Ŵhyb

Figure 36: Bias and error standard deviation plots of the R0/R1 (a), and hybrid (b) spectrum width
estimators for varying input spectrum widths and SNRs (5, 10, and 20 dB) as a function of true input
spectrum width. The number of samples per time-series is 278 and the PRT is 780 µs. The biases are shown
in the top panels and the standard deviations are shown in the bottom panels.

(a) Ŵs01

(b) Ŵhyb

Figure 37: 2-D Histograms of true input spectrum width versus R0/R1 (a) and hybrid (b) estimators. The
color corresponds to the frequency counts within the bins. Note that the color scale is logarithmic. The
white line is the 1-to-1 line, the black line show follows the mean for each “column”, and the dashed white
line corresponds the standard deviation for each “column”. The number of samples per time-series is 38
and the PRT is 780 µs. The biases are shown in the top panels and the standard deviations are shown in the
bottom panels.
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(a) Ŵs01

(b) Ŵhyb

Figure 38: 2-D Histograms of true input spectrum width versus R0/R1 (a) and hybrid (b) estimators. The
color corresponds to the frequency counts within the bins. Note that the color scale is logarithmic. The
white line is the 1-to-1 line, the black line show follows the mean for each “column”, and the dashed white
line corresponds the standard deviation for each “column”. The number of samples per time-series is 88
and the PRT is 780 µs. The biases are shown in the top panels and the standard deviations are shown in the
bottom panels.

(a) Ŵs01

(b) Ŵhyb

Figure 39: 2-D Histograms of true input spectrum width versus R0/R1 (a) and hybrid (b) estimators. The
color corresponds to the frequency counts within the bins. Note that the color scale is logarithmic. The
white line is the 1-to-1 line, the black line show follows the mean for each “column”, and the dashed white
line corresponds the standard deviation for each “column”. The number of samples per time-series is 278
and the PRT is 780 µs. The biases are shown in the top panels and the standard deviations are shown in the
bottom panels.
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f. Conclusions
The simulation results presented in this paper have shown that the R0/R1 spectrum width estimator
currently used on WSR-88Ds does not perform as well as the R1/R2 estimator or R1/R3 estimator
in certain regimes. A hybrid approach that combines these methods using weights appropriate to
each regime shows great promise in producing improved overall performance. While knowledge
of the true spectrum width would allow determining the ideal estimator, an alternative that uses
spectrum width estimates to try to decide the general magnitude of the true spectrum width was
proposed as a practical alternative. The hybrid estimator presented in this paper was shown to
outperform all three spectrum width estimators in most cases, and at the least did no worse than the
R0/R1 estimator currently used by the WSR-88D. For larger spectrum widths, it outperforms the
R1/R2 and R1/R3 estimators. Computationally, the hybrid algorithm is fairly modest, requiring
fewer operations than the FFT needed by a spectral technique.
Future work includes improving the performance for small spectrum widths, where the less
than optimal quality seems to be due to the wrong decision about the general size of the true spectrum width. In addition, other spectrum width estimators such as spectral or maximum likelihood
methods could easily be integrated into the general framework developed here, and this hybrid
approach can be applied to other VCPs including those that involve phase-coded signals.
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4. STAGGERED PRT CLUTTER FILTERING
a. Introduction
Staggered PRT (pulse repetition) is a popular technique to mitigate the range-velocity dilemma of
weather radars. The unambiguous range is based on the longer PRT while the difference of the two
PRTS (when the stagger is m/(m+1) for some positive integer m) gives the unambiguous velocity
(Zrnić and Mahapatra 1985). The major limitation of the staggered PRT technique has been clutter
filtering. Since the time-series for a resolution volume is not equi-spaced, traditional filtering
techniques such as time domain IIR (infinite impulse response) filtering or spectral domain filtering
(based on the Discrete Fourier Transform (DFT)) are not applicable. Recently Sachidananda and
Zrnić (2000; 2002) introduced a staggered PRT clutter filtering algorithm based on the interpolation
of the time-series to equi-spaced samples. This is done by interleaving zeros into the time-series
to create equi-spaced time-series. The interpolated time-series is then transformed with a DFT.
The resulting spectrum contains 5 replicas of the intrinsic underlying spectrum. Fairly complicated
matrix mathematics is used to filter the spectra and estimate the power, mean velocity, and spectrum
width.
In this paper we introduce a novel technique in which the time-series is separated into two
equi-spaced time-series and then a spectral notch clutter filter can be employed. The two filtered
sequences are then recombined to once again create a staggered PRT sequence. The velocity and
power can then be calculated in standard fashion.
b. A Simplified Staggered PRT Clutter Filter
A typical staggered PRT sequence is shown in Fig. 40. Sequence (A) is the staggered PRT sequence with the two staggers periods T1 and T2 ; in this paper, the 2/3 stagger is assumed, which
means than T1 = 2T2 /3. Denote the time-series samples s1 , s2 , . . . , sM (where M is the total
number of samples). Two sequences are created by taking alternate samples and separating them
as indicated by the red and blue lines and the even and odd samples. The resulting two sequences
have have a period of T1 + T2 . These equi-spaced sequences can then be filtered in the time domain or the frequency domain. If they are filtered in the frequency domain, the sequences are
subsequently transformed using an inverse DFT. The resulting time-seres are then interleaved to
produce the filtered staggered PRT sequence corresponding to Fig. 40A.
It is instructive to compare the Sachidananda and Zrnic (2002) technique (SACHI) and the simplified staggered PRT technique (SSPRT) via a numerical example. Let T1 = 1 ms and T2 = 1.5 ms
so that T1 + T2 = 2.5 ms. The SACHI zero-interpolated sequence has a period Tu = 0.5 ms.
Therefore, the unambiguous velocity for SACHI is 50 m s−1 while the unambiguous velocity for
SSPRT sequence, based on period of 2.5 ms, is 10 m s−1 . The SACHI technique creates 5 replicas of the true clutter signal spectrum equi-spaced over the entire unambiguous velocity range of
50+50 = 100 m s−1 . Thus the spectrum replicas are separated 20 m s−1 intervals. The performance
of the SACHI clutter filter degrades when there is weather located at these 20 m s−1 intervals (i.e.,
weather can be eliminated by the clutter filter causing biased velocity and reflectivity estimates).
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Figure 40: (A) A staggered PRT sequence. (B) and (C) show two equi-spaced sequences consisting of the
even and odd samples of (A).

For SSPRT, if weather signal is located close to 0 m s−1 , this weather signal can also be attenuated
causing biased estimates. Since the unambiguous velocity is 10 m s−1 , weather with 20k m s−1 ,
where k is an integer, will “wrap back” to 0 m s−1 and thus these weather signals can also be attenuated by the clutter filter. Therefore, both SACHI and SSPRT can suffer performance degradation
when weather has velocity close to 20k m s−1 (depending on the width of the clutter filter). We
next compare the performance of SACHI and SSPRT.
c. Simulations
To evaluate and compare different clutter filters, random complex time-series data were generated for various operational settings (number of pulses per time-series (M ) and pulse repetition
frequency (PRT), and clutter filter settings (notch width), as well as various weather/clutter conditions (true weather mean velocity, spectrum width, signal-to-noise ratio (SNR), clutter-to-signal
ratios (CSR)). An I&Q simulation technique was used based on the method described in Frehlich
and Yadlowsky (1994); Frehlich (2000); Frehlich et al. (2001) except that the autocorrelation function is that of a weather echo as defined as in Doviak and Zrnić (1993, p. 125). This is a preferable
method for generating complex time-series with a given average autocorrelation function, as opposed to what is described by Zrnić (1975), because it is not necessary to generate as long of a
time-series in order to get the correct temporal statistics. In order to simulate staggered PRT sequences, the I&Q simulator is used to generate evenly spaced data at the higher “common” PRT
(T2 − T1 ), and then down-sample.
The simulation parameter settings in this paper are as follows: 1000 time-series for each scenario, wavelength (λ) of 10 cm, noise power of −80 dB, clutter spectrum width 0.28 m s−1 , PRT of
785 µs and 1000 µs, M of 32 and 64, mean velocities ranging across the Nyquist interval, spectrum
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Figure 41: A performance comparison of SACHI and SSPRT (labelled SSCF). The left panel shows the bias
of the output power (compared to the true weather power) as a function of CSR. The SNR is 10 dB, PRT is
785 µs, M is 64, and the weather mean velocity is 13 m s−1 . The right panel is the same except that the
standard deviation of the estimate in dB is shown.

width (weather) of 2 and 4 m s−1 , SNR of 10 dB and 20 dB, and CSR of −40 dB to 50 dB.
Each time-series in processed using 2 different methods: the SACHI method and the SSPRT
method. The SSPRT method works as follows. The time-series is separated into even and odd
time-series (each with PRT T1 + T2 ). The time-series are windowed using von Hann window
function, and the FFT is computed. The two spectra are then each filtered using the Gaussian Model
Adaptive Processing (GMAP) clutter filter (Siggia and R. Passarelli 2004). If GMAP determines
that clutter exists, then GMAP not only attempts to remove the clutter power, it also attempts to
reconstruct the weather by assuming a Gaussian shape. Normally, this is useful, but for staggered
PRT data it would be necessary to also reconstruct the phases as well. For this analysis, the
spectral bins identified by GMAP as containing clutter were simply set to zero, i.e. GMAP is used
to identify the width for a notch filter. An inverse FFT is then applied to each spectrum, and the
time-series are “zippered” back together. The power, mean velocity and spectrum width can then
be calculated using the standard techniques (Zrnić and Mahapatra 1985; Sachidananda et al. 1999;
Torres et al. 2004).
d. Model Results
First we compare the clutter suppression capabilities of SACHI and SSPRT (labelled SSCF) for a
few cases. In these figures the left panel shows the bias of the output power (compared to the true
weather power) and the right panel is the standard deviation of the estimate in dB; the x-axis in
both plots is CSR . In figure 41 the SNR is 10 dB, PRT is 785 µs, M is 64, and the weather mean
velocity is 13 m s−1 , in figure 42, the SNR is 10 dB, PRT is 1000 µs, M is 64, and the weather
mean velocity is 10 m s−1 , and in figure 43the SNR is 10 dB, PRT is 785 µs, M is 64, and the
weather mean velocity is 13 m s−1 . These plots show that for these cases that the SSPRT technique
performs comparably to SACHI. For 64 points SSPRT, in fact, performs better (less bias and lower
standard deviations), although the technique performs worse in the 32 point case.
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Figure 42: A performance comparison of SACHI and SSPRT (labelled SSCF). The left panel shows the bias
of the output power (compared to the true weather power) as a function of CSR. The SNR is 10 dB, PRT is
1000 µs, M is 64, and the weather mean velocity is 10 m s−1 . The right panel is the same except that the
standard deviation of the estimate in dB is shown.

Figure 43: A performance comparison of SACHI and SSPRT (labelled SSCF). The left panel shows the bias
of the output power (compared to the true weather power) as a function of CSR. The SNR is 10 dB, PRT is
785 µs, M is 32, and the weather mean velocity is 13 m s−1 . The right panel is the same except that the
standard deviation of the estimate in dB is shown.
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Figure 44: A performance comparison of SACHI and SSPRT (labelled SSCF). In this figure the top left
panel shows the bias of the output power (compared to the true weather power), the top right panel is the
standard deviation of the estimate in dB, the bottom left is the (circular) mean bias of recovered velocity,
and the bottom right is the standard deviation. A performance comparison of SACHI and SSPRT (labelled
SSCF). The SNR is 20 dB, CSR is 0 dB, PRT is 785 µs, M is 64.

Finally we compare the power and velocity recovery capabilities of SACHI and SSPRT (labelled SSCF), for one case, as a function of the input weather velocity. In figure 44, the top left
panel shows the bias of the output power (compared to the true weather power), the top right panel
is the standard deviation of the estimate in dB, the bottom left is the (circular) mean bias of recovered velocity, and the bottom right is the standard deviation. In this figure, the SNR is 10 dB, PRT
is 785 µs, M is 64, and the weather mean velocity is 13 m s−1 . This plot shows that for these cases
that the SSPRT technique performs comparably to SACHI, except at the “fifths” where the current
version of SSPRT is performing worse.
e. Conclusions
The SSPRT technique is a promising clutter filtering technique in at least some scenarios. It has the
advantage that it is quite simple, building from more standard techniques than does SACHI. There
are still various refinements that could be made to the method. For example notch filters induce
biases in power, velocity and spectrum width, and so trying to use GMAP’s reconstruction may be
very advantageous. For example, the power could be recovered based on the GMAP reconstruction or perhaps the spectral phase information could be reconstructed (GMAP only reconstructs
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the power). Furthermore, a detailed study of the scenarios in which SSPRT is better than SACHI,
and vice versa, needs to be performed.
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Functional Description for CMD for the ORDA, Version 5.0

Functional Description
for the
Clutter Mitigation Decision (CMD) system for the ORDA
Version 5.0
1. Overview
The goal of CMD is to provide guidance on where to apply an adaptive clutter filter such as Sigmet’s Gaussian Model Adaptive Processing (GMAP) filter. CMD will set a clutter probability flag
for each gate in a radar beam at which (a) clutter is considered likely and (b) an adaptive filter
such as GMAP is unlikely to remove weather power in error. The intention is that GMAP would
then only be applied at the gates which have been flagged in this way.

2. Revision history
2.1 Version 1 summary
The Version 1 Functional Description was delivered to the ROC in January 2006.
Version 1 used the following feature fields:
•

TDBZ - reflectivity texture

•

SPIN - reflectivity spin

•

SDVE - standard deviation of velocity

•

Clutter Ratio Wide

Version 1 used a computation kernel which spanned 5 consecutive azimuths, requiring that beam
information be buffered to provide access to the data over the kernel. This buffering requirement
has implications for the implementation in the RVP8.
2.2 Version 2 changes
Version 2 differs from version 1 in the following ways:
•

Clutter Ratio Wide has been dropped as a feature field.

•

Clutter Phase Alignment (CPA) has been added as a feature field.

•

The computation kernel is now limited to a single beam, so that beam buffering is no
longer necessary.

•

The length of the computation kernel is set individually for each field, rather than a single
kernel length parameter being applied to all fields.

•

A spatial (in-fill) filter is applied to the CMD flag field to fill in short gaps in range surrounded by significant clutter.
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The feature fields used in version 2 are:
•

TDBZ - reflectivity texture

•

SPIN - reflectivity spin

•

SDVE - standard deviation of velocity

•

CPA - clutter phase alignment

The SDVE field is ‘turned off’ in this version, by setting the weight to 0, but it kept in the algorithm should it prove useful during tuning on further data sets.
2.3 Version 3 changes
Version 3 differs from version 2 in the following ways:
•

SDVE has been dropped completely.

•

Clutter Ratio Narrow and Wide have been dropped completely.

•

Only SNR is used for thresholding.

•

TDBZ and SPIN are combined into a single interest field, which is the maximum of the
individual interest fields.

The feature fields used in version 3 are:
•

TDBZ - reflectivity texture

•

SPIN - reflectivity spin

•

Max of TDBZ interest and SPIN interest

•

CPA - clutter phase alignment

2.4 Version 4 changes
Version 4 differs from version 3 in the following ways:
•

the SPIN computation has been changed to be symmetrical with respect to range. In other
words, SPIN should have the same value whether it is computed with increasing range or
decreasing range.

•

the thresholds have been modified to handle this change in the formulation of SPIN.

•

Version 4.1 has a modified interest map for SPIN.

2.5 Version 5 changes
•

for version 5.0, median filtering of the CPA field was added.

3. Applicability
This version of CMD is intended for use with data which has the following characteristics:
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•

constant PRT;

•

single polarization;

•

non-phase coded;

•

at least 16 samples per beam.

The most likely application of this version would be to generate a ‘dynamic clutter map’ using the
long-PRT data of the first 2 tilts in a Volume Coverage Pattern (VCP). This dynamic clutter map
would detect situations such as AP which are missed by the static clutter map. This dynamic
would provide clutter information to algorithms such as SZ2.
The algorithm could also be used stand-alone with any constant-PRT data for deciding where to
safely apply a clutter map.

4. Algorithmic description
In this document, the algorithm is described using a number of techniques: (a) flow charts; (b)
step-by-step logic in text and graphics and (c) C code examples. C code is considered an accurate
and unambiguous way to present the information because the RVP8 implementation will be coded
in C.
The intention is that the flow charts and other explanations should allow an understanding of the
algorithm by those readers who are not familiar with C code.
Please note that the C code was derived from a C++ application which has been tested on real data
cases. The code compiles, but has not actually been run and tested in this form.

5. Feature fields
5.1 Overview
CMD uses a fuzzy logic approach to combine the information from a number of so-called ‘Feature Fields’ into a single decision-making field.
Some of the fields (TDBZ, SPIN) are computed using information from a small region in range
(the ‘kernel’) around the gate. Other fields, such as CPA, are computed from information at the
gate only.
In the version current, the kernel is 1-dimensional, along the beam in range. The length of the
kernel is specified individually for each relevant feature field.

NCAR.

April 13, 2009

3

Functional Description for CMD for the ORDA, Version 5.0

Feature field computed over these gates

Feature field applies at this gate
5.2 TDBZ - DBZ texture
Regions of clutter exhibit rapidly changing reflectivity from gate to gate. DBZ texture is a
measure of the gate-to-gate change in value of dBZ. It is computed over a kernel. First, the gateto-gate dbz difference is computed for each gate, and then squared. TDBZ is the mean of this
squared difference over the kernel.
5.3 SPIN - DBZ spin change
Like TDBZ, SPIN is designed to find regions of rapidly changing reflectivity. SPIN is based on
the number of significant changes in sign in the gradient of the reflectivity field over a kernel. A
gate is considered to be a spin change point if (a) the mean absolute differences in dBZ, from the
previous gate to this gate, and this gate to the next gate, exceeds a threshold (SPIN_THRESHOLD)
and (b) the sign of the slope has changed since the last spin point. The number of spin points is
computed and then expressed as a percentage of the number of possible spin changes.
5.4 CPA - clutter phase alignment
In clutter the phase of each pulse in the time series for a particular gate is almost constant since
the clutter does not move significantly and is at a constant distance from the radar. In noise, the
phase from pulse to pulse is random. In weather, the phase from pulse to pulse will vary depending on the velocity of the targets within the illumination volume.
CPA is computed as the length of the cumulative phasor vector, normalized by the sum of the
magnitudes for the pulses. CPA is computed at a single gate. It ranges from 0 to 1. In clutter, CPA
is typically above 0.95. In weather, CPA is often close to 0, but increases in weather having a
velocity close to 0 and a narrow spectrum width. In noise, CPA is typically less than 0.05.
After CPA has been compute for a single beam (ray), a median filter (in range) is applied to
smooth the CPA values. This is done to remove single gates with high CPA, which sometimes
occur in weather with both velocity and spectrum width close to 0.
5.5 Handling censored data in the feature fields
In computing the feature fields, moments data which has been censored are ignored.
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In addition to the censoring which occurs upstream of the algorithm, CMD sets the clutter flag at
a gate to FALSE if the SNR value at the date is below a set threshold. This prevents the application of a clutter filter at that gate, which improves efficiency.
5.6 Converting feature fields to interest fields
The values in the feature fields are dependent on what the field physically represents. In order to
combine fields in a meaningful manner, feature fields are first converted into so-called ‘Interest
Fields’ by applying a so-called membership transfer function to the feature field. The function
converts feature values into interest values between 0 and 1. These interest fields may then be
manipulated by the fuzzy logic system to produce the final decision-making field - in this case,
the clutter flag.
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6. Flow charts
6.1 Computing the clutter flag

check for new pulse
NO

are pulses available to form new beam?

YES

group pulses into beam
for each gate in beam
compute SNR, dBZ, CPA

Apply median filter to CPA in range

for each gate in beam
compute dbzDiffSq, dbzSpinFlag
for each gate in beam
compute TDBZ,SPIN
convert TDBZ,SPIN,CPA to interest values
compute MAX(TDBZ interest, SPIN interest)
for each gate in beam
set clutterFlag
= FALSE

NO

is (SNR > SNR_THRESHOLD)?

YES
set clutterFlag
= TRUE

combine interest values into clutterProbability
NO

is (clutterProbability > PROB_THRESHOLD)?

YES

apply IN-FILL filter to clutter flag field

apply clutter filter based on clutter flag
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6.2 Using the CMD clutter flag as a dynamic bypass map with SZ2

for each indexed beam in long-prt PPI

compute CMD clutter flag at each gate
Write clutter flag field to buffer, indexed by azimuth

for each indexed beam in short-prt PPI

Read clutter flag field from buffer, for this azimuth
Using clutter flag fields as dynamic bypass map, compute SZ2

apply NEXRAD spike filter to filtered fields

6.3 Applying clutter filter with no range unfolding

for each gate in beam

NO

is clutterFlag set?

YES

apply clutter filter

apply NEXRADR spike filter to filtered fields
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7. Constants, known quantities and parameters
7.1 Constants
The following values are constant for a particular implementation of CMD:
Name

Type

Example
value

Description

MAX_GATES

integer

2048

Maximum number of gates in a beam.

7.2 Parameters
These values are set at the start of the algorithm:
Name

Type

Suggested
value

Description

NGATES_KERNEL_TDBZ

integer

9

Number of gates in kernel for TDBZ

NGATES_KERNEL_SPIN

integer

11

Number of gates in kernel for SPIN

SPIN_THRESHOLD

floating
point

6.5

Difference threshold used in
computation of SPIN, in dBZ

SNR_THRESHOLD

floating
point

3.0

Signal-to-noise ratio threshold for
censoring on total power, in dB.

PROB_THRESHOLD

floating
point

0.5

Probability threshold. If the clutter
probability exceeds the threshold the
clutter flag is set TRUE.

CMD_MAX_GATES_INFILLED

integer

3

Maximum number of gates to be
in-filled in the CMD flag field

CMD_NGATES_MEDIAN

integer

3

Number of gates over which the
median filter is applied to CPA.
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7.3 Interest map parameters
The following parameters define the interest maps for the CMD fields:
Field

Weight

Membership function definition points

TDBZ

0.0

(20, 0), (40, 1)

SPIN

0.0

(15, 0), (30, 1)

MAX_TDBZ_SPIN

1.0

(0, 0), (1, 1) (identity)

CPA

1.01

(0.6, 1), (0.9, 1)

7.4 Membership function plots
The following plots show the membership functions graphically.

Interest 1
value

TDBZ

(40, 1)

(20, 0)
0

Interest 1
value

Feature value

SPIN

(30, 1)

(15, 0)
0

Interest 1
value

Feature value

CPA
(0.9, 1)

(0.6, 0)
0
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8. Algorithm objects
In Object-Oriented (OO) programming, an object is a useful abstraction which groups together
some data and some defined behavior associated with that data. There are a number of aspects of
the CMD algorithm which are well described by the Object model. These items do not necessarily
need to be coded as formal objects. However they can be thought of as objects for this discussion.
This section defines a number of objects which are used by the algorithm. It is useful to define
these first and then refer to them later in the document.
8.1 Pulse object
The Pulse object consists of header data and an array of floating point IQ data.
8.1.1 Pulse implementation example
The Pulse object may be coded as a C structure.
/******************************
* Pulse implementation example
*
* Note that the meta-data time, prt, el and az are not actually
* used in this code, they are just included for context.
*/
typedef struct {
/* meta data */
int nGates; /* number of gates */
double time; /* time in secs and fractions from 1 Jan 1970 */
double prt; /* pulse repetition time (secs) */
double el; /* elevation angle (deg) */
double az; /* azimuth angle (deg) */
/* IQ data */
float iq[MAX_GATES * 2];
} Pulse;

8.2 Beam object
A Beam is made up of an array of Pulses. The Pulses are often referred to as ‘samples’. There are
nSamples pulses in a Beam.
A Beam object consists of header data, along with an array of pulses and arrays for storing the
moments (Z, V, W) and relevant feature fields and interest fields.
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8.2.1 Beam implementation example
The Beam object may be coded as a C structure.
/*****************************
* Beam implementation example
*
* Note that the meta-data time, prt, el and az are not actually
* used in this code, they are just included for context.
*/
typedef struct {
/* meta data */
int nSamples; /* number of pulse samples in beam */
int nGates; /* number of gates */
double time; /* time for the center pulse of beam */
double prt; /* pulse repetition time (secs) */
double el; /* elevation angle for center of beam (deg) */
double az; /* azimuth angle for center of beam(deg) */
/* Array of Pulse pointers */
Pulse **pulses; /* Pointers to pulses with IQ data */
/* arrays for moments */
float
float
float
float

*snr; /* SNR in dB */
*dbz; /* reflectivity in dBZ */
*vel; /* velocity in m/s */
*width; /* spectrum width in m/s */

float *dbzf; /* filtered dBZ */
/* arrays for intermediate fields */
float *dbzDiffSq;
float *dbzSpinFlag;
/* arrays for CMD fields */
float *tdbz;
float *spin;
float *cpa;
/* array for clutter probability */
float *clutterProb;
/* array for clutter decision flag:
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*
*
*/

1 means apply clutter filter
0 means no not apply clutter filter

int *clutterFlag;
} Beam;
/*
* create a beam
*
* (a) set meta data
* (b) allocate array memory
* (c) initialize values to censored or 0
*
* Pulse memory is not owned by the beam. It should be
* allocated and freed elsewhere.
*/
Beam *create_beam(int nSamples,
int nGates,
double time,
double prt,
double el,
double az,
Pulse **pulses) {
int isample, igate;
/* allocate space for beam */
Beam *beam = (Beam *) malloc(sizeof(Beam));
/* set meta data */
beam->nSamples = nSamples;
beam->nGates = nGates;
beam->time = time;
beam->prt = prt;
beam->el = el;
beam->az = az;
/* allocate space for arrays */
beam->pulses = (Pulse **) malloc(nSamples * sizeof(Pulse *));
beam->snr =
beam->dbz =
beam->vel =
beam->width
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beam->dbzf = (float *) malloc(nGates * sizeof(float));
beam->dbzDiffSq = (float *) malloc(nGates * sizeof(float));
beam->dbzSpinFlag = (float *) malloc(nGates * sizeof(float));
beam->tdbz = (float *) malloc(nGates * sizeof(float));
beam->spin = (float *) malloc(nGates * sizeof(float));
beam->cpa = (float *) malloc(nGates * sizeof(float));
beam->clutterProb = (float *) malloc(nGates * sizeof(float));
beam->clutterFlag = (int *) malloc(nGates * sizeof(int));
/* initialize arrays */
for (isample = 0; isample < nSamples; isample++) {
beam->pulses[isample] = pulses[isample];
}
for (igate = 0; igate < nGates; igate++) {
beam->snr[igate] = CENSORED;
beam->dbz[igate] = CENSORED;
beam->vel[igate] = CENSORED;
beam->width[igate] = CENSORED;
beam->dbzf[igate] = CENSORED;
beam->dbzDiffSq[igate] = CENSORED;
beam->dbzSpinFlag[igate] = CENSORED;
beam->tdbz[igate] = CENSORED;
beam->spin[igate] = CENSORED;
beam->cpa[igate] = CENSORED;
beam->clutterProb[igate] = CENSORED;
beam->clutterFlag[igate] = 0;
}
return beam;
}
/*
* free memory associated with a beam
*/
void free_beam(Beam *beam) {
free(beam->pulses);
free(beam->snr);
free(beam->dbz);
free(beam->vel);
free(beam->width);
free(beam->dbzf);
free(beam->dbzDiffSq);
free(beam->dbzSpinFlag);
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free(beam->tdbz);
free(beam->spin);
free(beam->cpa);
free(beam->clutterProb);
free(beam->clutterFlag);
free(beam);
}

8.3 Interest Map object
8.3.1 Overview
CMD uses fuzzy logic to combine information from different fields. Prior to computing the fuzzy
combination, the feature fields are converted to so-called ‘interest fields’ by applying a piece-wise
linear membership function which converts the feature values to an ‘interest value’ between 0 and
1.

1

Interest value

e

b
a

d

c

Feature value

0
The figure above shows an example of a membership transfer function. For each feature value
there exists a unique interest value: interest = f(feature).
The piece-wise linear function can be defined by specifying the coordinates of the points a, b, c, d,
and e. The function is linear between these points, and constant outside the range of the first and
last points.
For example, the membership function above may be defined by the array of points in the following table.
Point
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a

-1.5

0.0

b

-1.0

0.5
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Point

x-coord

y-coord

c

-0.5

0.25

d

0.5

0.25

e

1.5

1.0

For all feature values below -1.5, the interest value is constant, at 0.0, while for all feature values
above 1.5 the interest value is constant at 1.0.
Also associated with the Interest Map is the weight which will be applied to the interest field
when the individual fields are combined to form a weighted-mean interest field.
8.3.2 Interest Map implementation example
The Interest Map object can be efficiently implemented as a lookup table, where the lookup only
occurs for feature values between the minimum and maximum specified values. For feature
values less than the minimum specified, the interest value is constant at the value for the first
point. For feature values above the maximum specified, the interest value is constant at the value
for the last point.
/**************************************
* Interest Map implementation example
*
* Implemented as a lookup table.
*/
/* struct for points which define interest map */
typedef struct {
double feature;
double interest;
} ImPoint;
/* interest map struct */
typedef struct {
int nPoints;
ImPoint *points;
double minFeature;
double maxFeature;
double deltaFeature;
float *lut;
} InterestMap;
/*
* Initialize map by passing in the points which define the map
* along with the weight for the map as a whole
*
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* Returns NULL on failure.
*/
InterestMap *create_map(ImPoint *pts,
int npts) {
int ii, jj;
double slope;
InterestMap *map = NULL;
if (npts < 2) {
/* error - must have at least 2 points to define function */
return NULL;
}
/* allocate map itself */
map = malloc(sizeof(InterestMap));
/* clear map */
memset(map, 0, sizeof(InterestMap));
/* set meta data */
map->nPoints = npts;
/* allocate space for points which define map */
map->points = malloc(npts * sizeof(ImPoint));
/* copy point data */
memcpy(map->points, pts, npts * sizeof(ImPoint));
/* allocate space for lookup table */
map->lut = (float*) malloc(N_MAP_LOOKUP * sizeof(float));
/* compute min, max and delta */
map->minFeature = map->points[0].feature;
map->maxFeature = map->points[npts-1].feature;
map->deltaFeature =
(map->maxFeature - map->minFeature) / (N_MAP_LOOKUP - 1.0);
/* compute slope for initial map segment */
jj = 1;
slope = ((map->points[jj].interest - map->points[jj-1].interest) /
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(map->points[jj].feature - map->points[jj-1].feature));
/* load lookup table */
for (ii = 0; ii < N_MAP_LOOKUP; ii++) {
double interest;
double val = map->minFeature + ii * map->deltaFeature;
if ((val > map->points[jj].feature) && (jj < npts-1)) {
/* move along by one segment */
jj++;
slope = ((map->points[jj].interest - map->points[jj-1].interest) /
(map->points[jj].feature - map->points[jj-1].feature));
}
/* compute interest, add to lookup table */
interest = map->points[jj-1].interest +
(val - map->points[jj-1].feature) * slope;
map->lut[ii] = interest;
} /* ii */
return map;
} /* create map */
/* free map memory */
void free_map(InterestMap *map) {
free(map->points);
free(map->lut);
free(map);
}
/*
* look up interest given the feature value
*/
double getInterest(InterestMap *map, double feature)
{
int jj = (int) floor((feature - map->minFeature) / map->deltaFeature + 0.5);
if (jj < 0) {
jj= 0;
} else if (jj > N_MAP_LOOKUP-1) {
jj = N_MAP_LOOKUP-11;
}
return map->lut[jj];
}
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/*
* Set up interest maps for each feature field
*/
InterestMap *tdbzMap;
InterestMap *spinMap;
InterestMap *cpaMap;
ImPoint tdbzPoints[2] = {{20.0, 0.0}, {40.0, 1.0}};
ImPoint spinPoints[3] = {{15.0, 0.0}, {30.0, 1.0}};
ImPoint cpaPoints[2] = {{0.6, 0.0}, {0.9, 1.0}};
void create_interest_maps() {
tdbzMap = create_map(tdbzPoints, 2);
spinMap = create_map(spinPoints, 3);
cpaMap = create_map(cpaPoints, 2);
}

9. Computing the individual feature fields
9.1 Computing DBZ Texture - TDBZ
TDBZ is a measure of the gate-to-gate change in value of the dBZ values. It is computed over the
kernel.
First, the squared differences in dBZ values from gate to gate are computed. Then, the mean value
of these squared differences over the kernel is computed.


TDBZ = 



ngates





( dBZ i, j – dBZ i – 1, j )

i

2




⁄N

9.1.1 TDBZ implementation example
First, we need to compute the squared difference in dBZ from gate to gate in the beam.
/*
* Prepare for computing TDBZ by computing
* the gate-to-gate squared difference in Dbz
*/
void prepare_tdbz(Beam *beam) {
int igate;
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/*
* compute the squared difference in dBZ from gate to gate in
* the beam.
*/
for (igate = 1; igate < beam->nGates; igate++) {
float prevDbz = beam->dbz[igate-1];
float dbz = beam->dbz[igate];
if (prevDbz != CENSORED && dbz != CENSORED) {
float dbzDiff = dbz - prevDbz;
beam->dbzDiffSq[igate] = dbzDiff * dbzDiff;
}
}
/* use gate 1 value for gate 0 */
beam->dbzDiffSq[0] = beam->dbzDiffSq[1];
}

Then, we compute the mean squared difference over the kernel, setting the value for the center
beam of the beam queue.
void compute_tdbz(Beam *beam) {
int igate;
double sum = 0.0;
double nn = 0.0;
double mean = 0.0;
for (igate = 0; igate < beam->nGates; igate++) {
int startGate, endGate;
int jbeam, jgate;
/*
* compute the start and end index, checking to make sure we
* do not go off either end
*/
startGate = igate - NGATES_KERNEL_TDBZ/2;
if (startGate < 0) {
startGate = 0;
}
endGate = igate + NGATES_KERNEL_TDBZ/2;
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if (endGate > beam->nGates - 1) {
endGate = beam->nGates - 1;
}
/*
* iterate over the kernel
* ignore censored gates
*/
for (jgate = startGate; jgate <= endGate; jgate++) {
if (beam->dbzDiffSq[jgate] != CENSORED) {
sum += beam->dbzDiffSq[jgate];
nn += 1.0;
}
} /* jgate */
if (nn > 0) {
mean = sum / nn;
beam->tdbz[igate] = mean;
}

} /* igate */
} /* compute_tdbz() */

9.2 Computing DBZ SPIN
SPIN is a measure of how frequently the slope of dBZ changes sign with range.
See the following figure as an example. The slope changes sign at points 1, 2, 3, 4 and 5.

5

1

3

A

H

B

D

E

G
F

C
2

4

Range

First we compute the spin change at each of these points. The spin change is defined as the mean
of the absolute difference in reflectivity between the previous gate and this gate, and this gate and
the next gate.
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So the spin change for each of the points marked above is:
spin_change(1) = (abs(A) + abs(B)) / 2
spin_change(2) = (abs(C) + abs(D)) / 2
spin_change(3) = (abs(D) + abs(E)) / 2
spin_change(4) = (abs(F) + abs(G)) / 2
spin_change(5) = (abs(G) + abs(H)) / 2
A point with a change in sign is only counted if the spin change exceeds a set threshold.
9.2.1 SPIN implementation example
First, we set a flag at a gate if an inflection point exists. This flag field will then be used later to
compute SPIN.
/*****************************
* SPIN implementation example
* Compute SPIN feature field
*/
/*
* Prepare for computing spin by setting the spin flag for
* each gate
*/
void prepare_spin(Beam *beam) {
int igate;
/* first set spin flag for each gate */
for (igate = 1; igate < beam->nGates; igate++) {
float dbzPrev = beam->dbz[igate-1];
float dbzThis = beam->dbz[igate];
float dbzNext = beam->dbz[igate+1];
if (dbzPrev != CENSORED &&
dbzThis != CENSORED &&
dbzNext != CENSORED) {
beam->dbzSpinFlag[igate] = 0;
float prevDiff = dbzThis - dbzPrev;
float nextDiff = dbzNext - dbzThis;
if (prevDiff * nextDiff < 0) {
/* sign change */
float spinChange = (fabs(prevDiff) + fabs(nextDiff)) / 2.0;
if (spinChange > SPIN_THRESHOLD) {
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beam->dbzSpinFlag[igate] = 1;
} else {
beam->dbzSpinFlag[igate] = 0;
}
}
} /* if (beam->dbz[igate] != CENSORED ... */
} /* igate */
/* use nearest values for end gates */
beam->dbzSpinFlag[0] = beam->dbzSpinFlag[1];
beam->dbzSpinFlag[beam->nGates-1] = beam->dbzSpinFlag[beam->nGates-2];
}

Then, we compute the SPIN as a percentage over the kernel, setting the value in the center beam
of the beam queue.
void compute_spin(Beam *beam) {
double sum = 0.0;
double nn = 0.0;
double mean = 0.0;
int igate;
for (igate = 0; igate < beam->nGates; igate++) {
int startGate, endGate;
int jgate;
/*
* compute the start and end index, checking to make sure we
* do not go off either end
*/
startGate = igate - NGATES_KERNEL_SPIN/2;
if (startGate < 0) {
startGate = 0;
}
endGate = igate + NGATES_KERNEL_SPIN/2;
if (endGate > beam->nGates - 1) {
endGate = beam->nGates - 1;
}
/*
* iterate over the kernel
* ignore censored gates
*/
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April 13, 2009

22

Functional Description for CMD for the ORDA, Version 5.0

for (jgate = startGate; jgate <= endGate; jgate++) {
float spinFlag = beam->dbzSpinFlag[jgate];
if (spinFlag != CENSORED) {
sum += spinFlag;
nn += 1.0;
}
} /* jgate */
if (nn > 0) {
mean = sum / nn;
beam->spin[igate] = mean * 100.0;
}
} /* igate */
} /* compute_spin */

9.3 Computing CPA
The following figure demonstrates how CPA is computed.

Noise or
weather with
non-zero velocity

Clutter
Weather mixed
with clutter

Adding I and Q for a gate in a phasor diagram

CPA is computed as the length of the combined phasor vector, normalized by the sum of the pulse
magnitudes.
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9.3.1 CPA implementation example
This section lists the code for computing CPA, as well as the funtions double_compare() and
apply_median_filter_to_cpa(), which are used for applying the median filter to CPA after it has
been computed.
/*******************************************************
* function to be used for sorting doubles
*/
int double_compare(const void *i, const void *j)
{
double *f1 = (double *) i;
double *f2 = (double *) j;
if (*f1 < *f2) {
return -1;
} else if (*f1 > *f2) {
return 1;
} else {
return 0;
}
}
/**************************************************
* apply median filter to CPA field
*/
void apply_median_filter_to_cpa(Beam *beam,
int filterLen)
{
int igate, ii;
double *buf, *cpa, *filt;
/* make sure filter len is odd */
int halfFilt = filterLen / 2;
int len = halfFilt * 2 + 1;
if (len < 3) {
return;
}
/* allocate space */
buf = malloc(len * sizeof(double));
cpa = malloc(beam->nGates* sizeof(double));
filt = malloc(beam->nGates* sizeof(double));

NCAR.

April 13, 2009

24

Functional Description for CMD for the ORDA, Version 5.0

/* copy cpa into array */
for (igate = 0; igate < beam->nGates; igate++) {
cpa[igate] = beam->cpa[igate];
}
/* apply filter */
for (ii = halfFilt; ii < beam->nGates - halfFilt; ii++) {
memcpy(buf, cpa + ii - halfFilt, len * sizeof(double));
qsort(buf, len, sizeof(double), double_compare);
filt[ii] = buf[halfFilt];
}
/* copy filtered data back to cpa */
for (igate = 0; igate < beam->nGates; igate++) {
beam->cpa[igate] = filt[igate];
}
/* free up */
free(buf);
free(cpa);
free(filt);
}
/*****************************
* CPA implementation example
* Compute CPA feature field
*/
void compute_cpa(Beam *beam) {
int igate, isample;
for (igate = 0; igate < beam->nGates; igate++) {
Pulse *pulse = beam->pulses[igate];
double sumMag = 0.0;
double sumI = 0.0, sumQ = 0.0;
double phasorLen;
for (isample = 0; isample < beam->nSamples; isample++) {
float ii = pulse->iq[isample * 2];
float qq = pulse->iq[isample * 2 + 1];
sumI += ii;
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sumQ += qq;
sumMag += sqrt(ii * ii + qq * qq);
} /* isample */
phasorLen = sqrt(sumI * sumI + sumQ * sumQ);
beam->cpa[igate] = phasorLen / sumMag;
} /* igate */
/* apply median filter to CPA */
apply_median_filter_to_cpa(beam, CMD_NGATES_MEDIAN);
} /* compute_cpa */

9.4 Computing clutter probability and clutter flag
To compute the clutter probability:
•

At each gate:
•

convert each CMD field into an interest value.

•

compute maxTdbzSpinInterest = MAX(TDBZ interest, SPIN interest).

•

compute clutterProbability, as a weighted mean of the CPA interest and the
maxTdbzSpinInterest.

•

if clutterProbability exceeds PROB_THRESHOLD, set clutterFlag to TRUE.
Otherwise, set clutterFlag to FALSE.

9.4.1 Clutter probability implementation example
/********************************************
* Clutter probability implementation example
*
*
(a) compute clutter probability
*
(b) set the clutter flag
*/
void compute_clut_prob(Beam *beam) {
int igate;
float tdbz, spin, cpa;
double tdbzInterest, spinInterest;
double maxTdbzSpinInterest;
double cpaInterest;
double clutterProb;
int clutterFlag;
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for (igate = 0; igate < beam->nGates; igate++) {
/* get the feature fields */
tdbz = beam->tdbz[igate];
spin = beam->spin[igate];
cpa = beam->cpa[igate];
/* convert feature fields to interest values */
tdbzInterest = getInterest(tdbzMap, tdbz);
spinInterest = getInterest(spinMap, spin);
cpaInterest = getInterest(cpaMap, cpa);
/* compute max of tdbz and spin interest */
maxTdbzSpinInterest = MAX(tdbzInterest, spinInterest);
/* compute weighted sum */
double sum = 0.0;
double sumWt = 0.0;
sum =
maxTdbzSpinInterest * MAX_TDBZ_SPIN_WEIGH +
cpaInterest * CPA_WEIGHT;
sumWt = MAX_TDBZ_SPIN_WEIGH + CPA_WEIGHT;
clutterProb = sum / sumWt;
if (clutterProb > PROB_THRESHOLD) {
clutterFlag = 1;
} else {
clutterFlag = 0;
}
beam->clutterProb[igate] = clutterProb;
beam->clutterFlag[igate] = clutterFlag;
} /* igate */
} /* compute_clut_prob */

9.5 Spatial in-fill filter for the CMD clutter flag field
When the CMD flag field is computed, sometimes small gaps exist in range. If a clutter filter is
applied in such a ‘spotty’ manner, it can lead to speckles in the weather field.
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It appears unlikely that applying a clutter filter across these gaps will cause serious harm, since
the adjacent gates will be filtered anyway. Filling in the gaps leads to a smoother result.
The following figure shows the circumstance under which this filter is applied.

Flagged
In-filled

The in-fill filter is designed to fill in gaps of the type shown above. Specifically, it will fill in the
gaps of the following type:
•

1 un-flagged gate between adjacent flagged gates;

•

2 un-flagged gates with at least 2 flagged gates on either side;

•

3 un-flagged gates with at least 3 flagged gates on either side.

9.5.1 In-fill filter implementation example
void applyCmdInfillFilter(Beam *beam)
{
int *countSet = (int *) malloc(beam->nGates * sizeof(int));
int *countNot = (int *) malloc(beam->nGates * sizeof(int));
/*
* compute the running count of gates which have the flag set and
* those which do not
*
* Go forward through the gates, counting up the number of gates set
* or not set and assigning that number to the arrays as we go.
*/
int nSet = 0;
int nNot = 0;
int igate, jgate;
for (igate = 0; igate < beam->nGates; igate++) {
if (beam->clutterFlag[igate]) {
nSet++;
nNot = 0;
} else {
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nSet = 0;
nNot++;
}
countSet[igate] = nSet;
countNot[igate] = nNot;
}
/*
* Go in reverse through the gates, taking the max non-zero
* values and copying them across the set or not-set regions.
* This makes all the counts equal in the gaps and set areas.
*/
for (igate = beam->nGates - 2; igate >= 0; igate--) {
if (countSet[igate] != 0 &&
countSet[igate] < countSet[igate+1]) {
countSet[igate] = countSet[igate+1];
}
if (countNot[igate] != 0 &&
countNot[igate] < countNot[igate+1]) {
countNot[igate] = countNot[igate+1];
}
}
/*
* fill in gaps
*/
for (igate = 1; igate < beam->nGates - 1; igate++) {
/*
* is the gap small enough?
*/
nNot = countNot[igate];
if (nNot > 0 && nNot <= CMD_MAX_NGATES_INFILLED) {
/*
* is it surrounded by regions at least as large as the gap?
*/
int minGateCheck
if (minGateCheck
minGateCheck =
}
int maxGateCheck
if (maxGateCheck
maxGateCheck =
}
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int nAdjacentBelow = 0;
for (jgate = igate - 1; jgate >= minGateCheck; jgate--) {
nSet = countSet[jgate];
if (nSet != 0) {
nAdjacentBelow = nSet;
break;
}
} /* jgate */
int nAdjacentAbove = 0;
for (jgate = igate + 1; jgate <= maxGateCheck; jgate++) {
nSet = countSet[jgate];
if (nSet != 0) {
nAdjacentAbove = nSet;
break;
}
} /* jgate */
int minAdjacent = nAdjacentBelow;
minAdjacent = MIN(minAdjacent, nAdjacentAbove);
if (minAdjacent >= nNot) {
beam->clutterFlag[igate] = 1;
}
}
} /* igate */
free(countSet);
free(countNot);
}

9.6 NEXRAD spike filter
The NEXRAD spike filter is designed to remove spikes of reflectivity 1 or 2 gates wide. This
helps to remove speckle in the output fields.
Clearly the ROC is aware of how the NEXRAD filter works and how it might be implemented.
Nevertheless, this implementation is included for completeness.
9.6.1 NEXRAD spike filter implementation
/*********************************************
* NEXRAD spike filter implementation example
*
* This routine filters the reflectivity data according to the
* NEXRAD specification DV1208621F, section 3.2.1.2.2, page 3-15.
*
* The algorithm is stated as follows:
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*
* Clutter detection:
*
* The nth bin is declared to be a point clutter cell if its power value
* exceeds those of both its second nearest neighbors by a threshold
* value TCN. In other words:
*
*
if
P(n) exceeds TCN * P(n-2)
*
and P(n) exceeds TCN * p(n+2)
*
* where
*
*
TCN is the point clutter threshold factor, which is always
*
greater than 1, and typically has a value of 8 (9 dB)
*
*
P(n) if the power sum value for the nth range cell
*
*
n is the range gate number
*
* Clutter censoring:
*
* The formulas for censoring detected strong point clutter in an
* arbitrary array A via data substitution are as follows. If the nth
* range cell is an isolated clutter cell (i.e., it is a clutter cell but
* neither of its immediate neighboring cells is a clutter cell) then the
* replacement scheme is as follows:
*
*
Replace A(n-1) with A(n-2)
*
Replace A(n)
with 0.5 * A(n-2) * A(n+2)
*
Replace A(n+1) with A(n+2)
*
* If the nth and (n+1)th range bins constitute an isolated clutter pair,
* the bin replacement scheme is as follows:
*
*
Replace A(n-1) with A(n-2)
*
Replace A(n)
with A(n+2)
*
Replace A(n+1) with A(n+3)
*
Replace A(n+2) with A(n+3)
*
* Note that runs of more than 2 successive clutter cells cannot occur
* because of the nature of the algorithm.
*/
void applyNexradSpikeFilter(Beam *beam)
{
int ii;
/*
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* set clutter threshold
*/
double tcn = 9.0;
/*
* loop through gates
*/
for (ii = 2; ii < beam->nGates - 3; ii++) {
/*
* check for clutter at ii and ii + 1
*/
int this_gate = 0, next_gate = 0;
if ((beam->dbzf[ii] - beam->dbzf[ii - 2]) > tcn &&
(beam->dbzf[ii] - beam->dbzf[ii + 2]) > tcn) {
this_gate = 1;
}
if ((beam->dbzf[ii + 1] - beam->dbzf[ii - 1]) > tcn &&
(beam->dbzf[ii + 1] - beam->dbzf[ii + 3]) > tcn) {
next_gate = 1;
}
if (this_gate) {
if (!next_gate) {
/*
* only gate ii has clutter, substitute accordingly
*/
beam->dbzf[ii - 1] = beam->dbzf[ii
beam->dbzf[ii + 1] = beam->dbzf[ii
if (beam->dbzf[ii - 2] == CENSORED
beam->dbzf[ii + 2] == CENSORED)
beam->dbzf[ii] = CENSORED;
} else {
beam->dbzf[ii] = beam->dbzf[ii }

- 2];
+ 2];
||
{

2];

} else {
/*
* both gate ii and ii+1 has clutter, substitute accordingly
*/
beam->dbzf[ii - 1] = beam->dbzf[ii - 2];
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beam->dbzf[ii]
= beam->dbzf[ii - 2];
beam->dbzf[ii + 1] = beam->dbzf[ii + 3];
beam->dbzf[ii + 2] = beam->dbzf[ii + 3];
}
}
} /* ii */
}
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/********************************************************
* CLUTTER MITIGATION DECISION SYSTEM - VERSION 5.0
*
* C code as part of Functional Description
*
* Mike Dixon, NCAR, Boulder, CO, 80301
*
* November 2008
*
*********************************************************
*
* NOTE:
*
* This code was derived from C++ code in TsArchive2Dsr,
* which is run and tested.
*
* It compiles using gcc, but has not actually been run and
* tested in a stand-alone environment.
*
*********************************************************/
#include <stdlib.h>
#include <string.h>
#include <math.h>
#ifndef MAX
#define MAX(a, b) ((a) > (b) ? (a) : (b))
#endif
#define MAX_GATES 2048
#define N_MAP_LOOKUP 10001
int NGATES_KERNEL_TDBZ = 9;
int NGATES_KERNEL_SPIN = 11;
float SPIN_THRESHOLD = 6.5;
float SNR_THRESHOLD = 3.0;
float PROB_THRESHOLD = 0.5;
float
float
float
float

TDBZ_WEIGHT = 0.0;
SPIN_WEIGHT = 0.0;
MAX_TDBZ_SPIN_WEIGHT = 1.0;
CPA_WEIGHT = 1.01;

int CMD_NGATES_MEDIAN = 2;
int CMD_MAX_NGATES_INFILLED = 3;
float CENSORED = -9999;
/******************************
* Pulse implementation example
*
* Note that the meta-data time, prt, el and az are not actually
* used in this code, they are just included for context.
*/

typedef struct {
/* meta data */
int nGates; /* number of gates */
double time; /* time in secs and fractions from 1 Jan 1970 */
double prt; /* pulse repetition time (secs) */
double el; /* elevation angle (deg) */
double az; /* azimuth angle (deg) */
/* IQ data */
float iq[MAX_GATES * 2];
} Pulse;

/*****************************
* Beam implementation example
*
* Note that the meta-data time, prt, el and az are not actually
* used in this code, they are just included for context.
*/
typedef struct {
/* meta data */
int nSamples; /* number of pulse samples in beam */
int nGates; /* number of gates */
double time; /* time for the center pulse of beam */
double prt; /* pulse repetition time (secs) */
double el; /* elevation angle for center of beam (deg) */
double az; /* azimuth angle for center of beam(deg) */
/* Array of Pulse pointers */
Pulse **pulses; /* Pointers to pulses with IQ data */
/* arrays for moments */
float
float
float
float

*snr; /* SNR in dB */
*dbz; /* reflectivity in dBZ */
*vel; /* velocity in m/s */
*width; /* spectrum width in m/s */

float *dbzf; /* filtered dBZ */
/* arrays for intermediate fields */
float *dbzDiffSq;
float *dbzSpinFlag;
/* arrays for CMD fields */
float *tdbz;
float *spin;

float *cpa;
/* array for clutter probability */
float *clutterProb;
/* array for clutter decision flag:
*
1 means apply clutter filter
*
0 means no not apply clutter filter
*/
int *clutterFlag;
} Beam;
/*
* create a beam
*
* (a) set meta data
* (b) allocate array memory
* (c) initialize values to censored or 0
*
* Pulse memory is not owned by the beam. It should be
* allocated and freed elsewhere.
*/
Beam *create_beam(int nSamples,
int nGates,
double time,
double prt,
double el,
double az,
Pulse **pulses) {
int isample, igate;
/* allocate space for beam */
Beam *beam = (Beam *) malloc(sizeof(Beam));
/* set meta data */
beam->nSamples = nSamples;
beam->nGates = nGates;
beam->time = time;
beam->prt = prt;
beam->el = el;
beam->az = az;
/* allocate space for arrays */
beam->pulses = (Pulse **) malloc(nSamples * sizeof(Pulse *));
beam->snr =
beam->dbz =
beam->vel =
beam->width

(float *) malloc(nGates *
(float *) malloc(nGates *
(float *) malloc(nGates *
= (float *) malloc(nGates

sizeof(float));
sizeof(float));
sizeof(float));
* sizeof(float));

beam->dbzf = (float *) malloc(nGates * sizeof(float));
beam->dbzDiffSq = (float *) malloc(nGates * sizeof(float));
beam->dbzSpinFlag = (float *) malloc(nGates * sizeof(float));
beam->tdbz = (float *) malloc(nGates * sizeof(float));
beam->spin = (float *) malloc(nGates * sizeof(float));
beam->cpa = (float *) malloc(nGates * sizeof(float));
beam->clutterProb = (float *) malloc(nGates * sizeof(float));
beam->clutterFlag = (int *) malloc(nGates * sizeof(int));
/* initialize arrays */
for (isample = 0; isample < nSamples; isample++) {
beam->pulses[isample] = pulses[isample];
}
for (igate = 0; igate < nGates; igate++) {
beam->snr[igate] = CENSORED;
beam->dbz[igate] = CENSORED;
beam->vel[igate] = CENSORED;
beam->width[igate] = CENSORED;
beam->dbzf[igate] = CENSORED;
beam->dbzDiffSq[igate] = CENSORED;
beam->dbzSpinFlag[igate] = CENSORED;
beam->tdbz[igate] = CENSORED;
beam->spin[igate] = CENSORED;
beam->cpa[igate] = CENSORED;
beam->clutterProb[igate] = CENSORED;
beam->clutterFlag[igate] = 0;
}
return beam;
}
/*
* free memory associated with a beam
*/
void free_beam(Beam *beam) {
free(beam->pulses);
free(beam->snr);
free(beam->dbz);
free(beam->vel);
free(beam->width);
free(beam->dbzf);
free(beam->dbzDiffSq);
free(beam->dbzSpinFlag);
free(beam->tdbz);
free(beam->spin);
free(beam->cpa);
free(beam->clutterProb);
free(beam->clutterFlag);
free(beam);

}

/**************************************
* Interest Map implementation example
*
* Implemented as a lookup table.
*/
/* struct for points which define interest map */
typedef struct {
double feature;
double interest;
} ImPoint;

/* interest map struct */
typedef struct {
int nPoints;
ImPoint *points;
double minFeature;
double maxFeature;
double deltaFeature;
float *lut;
} InterestMap;

/*
* Initialize map by passing in the points which define the map
* along with the weight for the map as a whole
*
* Returns NULL on failure.
*/
InterestMap *create_map(ImPoint *pts,
int npts) {
int ii, jj;
double slope;
InterestMap *map = NULL;
if (npts < 2) {
/* error - must have at least 2 points to define function */
return NULL;
}
/* allocate map itself */
map = malloc(sizeof(InterestMap));
/* clear map */
memset(map, 0, sizeof(InterestMap));

/* set meta data */
map->nPoints = npts;
/* allocate space for points which define map */
map->points = malloc(npts * sizeof(ImPoint));
/* copy point data */
memcpy(map->points, pts, npts * sizeof(ImPoint));
/* allocate space for lookup table */
map->lut = (float*) malloc(N_MAP_LOOKUP * sizeof(float));
/* compute min, max and delta */
map->minFeature = map->points[0].feature;
map->maxFeature = map->points[npts-1].feature;
map->deltaFeature =
(map->maxFeature - map->minFeature) / (N_MAP_LOOKUP - 1.0);
/* compute slope for initial map segment */
jj = 1;
slope = ((map->points[jj].interest - map->points[jj-1].interest) /
(map->points[jj].feature - map->points[jj-1].feature));
/* load lookup table */
for (ii = 0; ii < N_MAP_LOOKUP; ii++) {
double interest;
double val = map->minFeature + ii * map->deltaFeature;
if ((val > map->points[jj].feature) && (jj < npts-1)) {
/* move along by one segment */
jj++;
slope = ((map->points[jj].interest - map->points[jj-1].interest)
/
(map->points[jj].feature - map->points[jj-1].feature));
}
/* compute interest, add to lookup table */
interest = map->points[jj-1].interest +
(val - map->points[jj-1].feature) * slope;
map->lut[ii] = interest;
} /* ii */
return map;
} /* create map */
/* free map memory */

void free_map(InterestMap *map) {
free(map->points);
free(map->lut);
free(map);
}

/*
* look up interest given the feature value
*/
double getInterest(InterestMap *map, double feature)
{
int jj = (int) floor((feature - map->minFeature) / map->deltaFeature
+ 0.5);
if (jj < 0) {
jj= 0;
} else if (jj > N_MAP_LOOKUP-1) {
jj = N_MAP_LOOKUP-11;
}
return map->lut[jj];
}
/*
* Set up interest maps for each feature field
*/
InterestMap *tdbzMap;
InterestMap *spinMap;
InterestMap *cpaMap;
ImPoint tdbzPoints[2] = {{20.0, 0.0}, {40.0, 1.0}};
ImPoint spinPoints[3] = {{15.0, 0.0}, {30.0, 1.0}};
ImPoint cpaPoints[2] = {{0.6, 0.0}, {0.9, 1.0}};
void create_interest_maps() {
tdbzMap = create_map(tdbzPoints, 2);
spinMap = create_map(spinPoints, 3);
cpaMap = create_map(cpaPoints, 2);
}
/******************************
* TDBZ implementation example
* Compute TDBZ feature field
*/
/*
* Prepare for computing TDBZ by computing
* the gate-to-gate squared difference in Dbz
*/
void prepare_tdbz(Beam *beam) {
int igate;

/*
* compute the squared difference in dBZ from gate to gate in
* the beam.
*/
for (igate = 1; igate < beam->nGates; igate++) {
float prevDbz = beam->dbz[igate-1];
float dbz = beam->dbz[igate];
if (prevDbz != CENSORED && dbz != CENSORED) {
float dbzDiff = dbz - prevDbz;
beam->dbzDiffSq[igate] = dbzDiff * dbzDiff;
}
}
/* use gate 1 value for gate 0 */
beam->dbzDiffSq[0] = beam->dbzDiffSq[1];
}
/*
* Computing the TDBZ feature field
*
* compute the mean squared difference over the kernel
*/
void compute_tdbz(Beam *beam) {
int igate;
double sum = 0.0;
double nn = 0.0;
double mean = 0.0;
for (igate = 0; igate < beam->nGates; igate++) {
int startGate, endGate;
int jbeam, jgate;
/*
* compute the start and end index, checking to make sure we
* do not go off either end
*/
startGate = igate - NGATES_KERNEL_TDBZ/2;
if (startGate < 0) {
startGate = 0;
}
endGate = igate + NGATES_KERNEL_TDBZ/2;
if (endGate > beam->nGates - 1) {
endGate = beam->nGates - 1;
}

/*
* iterate over the kernel
* ignore censored gates
*/
for (jgate = startGate; jgate <= endGate; jgate++) {
if (beam->dbzDiffSq[jgate] != CENSORED) {
sum += beam->dbzDiffSq[jgate];
nn += 1.0;
}
} /* jgate */
if (nn > 0) {
mean = sum / nn;
beam->tdbz[igate] = mean;
}

} /* igate */
} /* compute_tdbz() */

/*****************************
* SPIN implementation example
* Compute SPIN feature field
*/
/*
* Prepare for computing spin by setting the spin flag for
* each gate
*/
void prepare_spin(Beam *beam) {
int igate;
/* first set spin flag for each gate */
for (igate = 1; igate < beam->nGates; igate++) {
float dbzPrev = beam->dbz[igate-1];
float dbzThis = beam->dbz[igate];
float dbzNext = beam->dbz[igate+1];
if (dbzPrev != CENSORED &&
dbzThis != CENSORED &&
dbzNext != CENSORED) {
beam->dbzSpinFlag[igate] = 0;
float prevDiff = dbzThis - dbzPrev;
float nextDiff = dbzNext - dbzThis;
if (prevDiff * nextDiff < 0) {
/* sign change */

float spinChange = (fabs(prevDiff) + fabs(nextDiff)) / 2.0;
if (spinChange > SPIN_THRESHOLD) {
beam->dbzSpinFlag[igate] = 1;
} else {
beam->dbzSpinFlag[igate] = 0;
}
}
} /* if (beam->dbz[igate] != CENSORED ... */
} /* igate */
/* use nearest values for end gates */
beam->dbzSpinFlag[0] = beam->dbzSpinFlag[1];
beam->dbzSpinFlag[beam->nGates-1] = beam->dbzSpinFlag[beam->nGates2];
}

/*
* Compute the SPIN as a percentage over the kernel
*/
void compute_spin(Beam *beam) {
double sum = 0.0;
double nn = 0.0;
double mean = 0.0;
int igate;
for (igate = 0; igate < beam->nGates; igate++) {
int startGate, endGate;
int jgate;
/*
* compute the start and end index, checking to make sure we
* do not go off either end
*/
startGate = igate - NGATES_KERNEL_SPIN/2;
if (startGate < 0) {
startGate = 0;
}
endGate = igate + NGATES_KERNEL_SPIN/2;
if (endGate > beam->nGates - 1) {
endGate = beam->nGates - 1;
}
/*
* iterate over the kernel
* ignore censored gates
*/

for (jgate = startGate; jgate <= endGate; jgate++) {
float spinFlag = beam->dbzSpinFlag[jgate];
if (spinFlag != CENSORED) {
sum += spinFlag;
nn += 1.0;
}
} /* jgate */
if (nn > 0) {
mean = sum / nn;
beam->spin[igate] = mean * 100.0;
}
} /* igate */
} /* compute_spin */

/*******************************************************
* function to be used for sorting doubles
*/
int double_compare(const void *i, const void *j)
{
double *f1 = (double *) i;
double *f2 = (double *) j;
if (*f1 < *f2) {
return -1;
} else if (*f1 > *f2) {
return 1;
} else {
return 0;
}
}
/**************************************************
* apply median filter to CPA field
*/
void apply_median_filter_to_cpa(Beam *beam,
int filterLen)
{
int igate, ii;
double *buf, *cpa, *filt;
/* make sure filter len is odd */
int halfFilt = filterLen / 2;
int len = halfFilt * 2 + 1;
if (len < 3) {
return;
}

/* allocate space */
buf = malloc(len * sizeof(double));
cpa = malloc(beam->nGates* sizeof(double));
filt = malloc(beam->nGates* sizeof(double));
/* copy cpa into array */
for (igate = 0; igate < beam->nGates; igate++) {
cpa[igate] = beam->cpa[igate];
}
/* apply filter */
for (ii = halfFilt; ii < beam->nGates - halfFilt; ii++) {
memcpy(buf, cpa + ii - halfFilt, len * sizeof(double));
qsort(buf, len, sizeof(double), double_compare);
filt[ii] = buf[halfFilt];
}
/* copy filtered data back to cpa */
for (igate = 0; igate < beam->nGates; igate++) {
beam->cpa[igate] = filt[igate];
}
/* free up */
free(buf);
free(cpa);
free(filt);
}
/*****************************
* CPA implementation example
* Compute CPA feature field
*/
void compute_cpa(Beam *beam) {
int igate, isample;
for (igate = 0; igate < beam->nGates; igate++) {
Pulse *pulse = beam->pulses[igate];
double sumMag = 0.0;
double sumI = 0.0, sumQ = 0.0;
double phasorLen;
for (isample = 0; isample < beam->nSamples; isample++) {
float ii = pulse->iq[isample * 2];
float qq = pulse->iq[isample * 2 + 1];
sumI += ii;

sumQ += qq;
sumMag += sqrt(ii * ii + qq * qq);
} /* isample */
phasorLen = sqrt(sumI * sumI + sumQ * sumQ);
beam->cpa[igate] = phasorLen / sumMag;
} /* igate */
/* apply median filter to CPA */
apply_median_filter_to_cpa(beam, CMD_NGATES_MEDIAN);
} /* compute_cpa */
/********************************************
* Clutter probability implementation example
*
*
(a) compute clutter probability
*
(b) set the clutter flag
*/
void compute_clut_prob(Beam *beam) {
int igate;
float tdbz, spin, cpa;
double tdbzInterest, spinInterest;
double maxTdbzSpinInterest;
double cpaInterest;
double clutterProb;
int clutterFlag;
for (igate = 0; igate < beam->nGates; igate++) {
/* get the feature fields */
tdbz = beam->tdbz[igate];
spin = beam->spin[igate];
cpa = beam->cpa[igate];
/* convert feature fields to interest values */
tdbzInterest = getInterest(tdbzMap, tdbz);
spinInterest = getInterest(spinMap, spin);
cpaInterest = getInterest(cpaMap, cpa);
/* compute max of tdbz and spin interest */
maxTdbzSpinInterest = MAX(tdbzInterest, spinInterest);
/* compute weighted sum */
double sum = 0.0;
double sumWt = 0.0;

sum =
maxTdbzSpinInterest * MAX_TDBZ_SPIN_WEIGHT +
cpaInterest * CPA_WEIGHT;
sumWt = MAX_TDBZ_SPIN_WEIGHT + CPA_WEIGHT;
clutterProb = sum / sumWt;
if (clutterProb > PROB_THRESHOLD) {
clutterFlag = 1;
} else {
clutterFlag = 0;
}
beam->clutterProb[igate] = clutterProb;
beam->clutterFlag[igate] = clutterFlag;
} /* igate */
} /* compute_clut_prob */
/********************************************
* CMD in-fill filter implemenation example
*/
void applyCmdInfillFilter(Beam *beam)
{
int *countSet = (int *) malloc(beam->nGates * sizeof(int));
int *countNot = (int *) malloc(beam->nGates * sizeof(int));
/*
* compute the running count of gates which have the flag set and
* those which do not
*
* Go forward through the gates, counting up the number of gates set
* or not set and assigning that number to the arrays as we go.
*/
int nSet = 0;
int nNot = 0;
int igate, jgate;
for (igate = 0; igate < beam->nGates; igate++) {
if (beam->clutterFlag[igate]) {
nSet++;
nNot = 0;
} else {
nSet = 0;
nNot++;
}
countSet[igate] = nSet;
countNot[igate] = nNot;
}

/*
* Go in reverse through the gates, taking the max non-zero
* values and copying them across the set or not-set regions.
* This makes all the counts equal in the gaps and set areas.
*/
for (igate = beam->nGates - 2; igate >= 0; igate--) {
if (countSet[igate] != 0 &&
countSet[igate] < countSet[igate+1]) {
countSet[igate] = countSet[igate+1];
}
if (countNot[igate] != 0 &&
countNot[igate] < countNot[igate+1]) {
countNot[igate] = countNot[igate+1];
}
}
/*
* fill in gaps
*/
for (igate = 1; igate < beam->nGates - 1; igate++) {
/*
* is the gap small enough?
*/
nNot = countNot[igate];
if (nNot > 0 && nNot <= CMD_MAX_NGATES_INFILLED) {
/*
* is it surrounded by regions at least as large as the gap?
*/
int minGateCheck
if (minGateCheck
minGateCheck =
}
int maxGateCheck
if (maxGateCheck
maxGateCheck =
}

= igate - nNot;
< 0) {
0;
= igate + nNot;
> beam->nGates - 1) {
beam->nGates - 1;

int nAdjacentBelow = 0;
for (jgate = igate - 1; jgate >= minGateCheck; jgate--) {
nSet = countSet[jgate];
if (nSet != 0) {
nAdjacentBelow = nSet;
break;
}
} /* jgate */
int nAdjacentAbove = 0;
for (jgate = igate + 1; jgate <= maxGateCheck; jgate++) {
nSet = countSet[jgate];
if (nSet != 0) {
nAdjacentAbove = nSet;

break;
}
} /* jgate */
int minAdjacent = nAdjacentBelow;
minAdjacent = MIN(minAdjacent, nAdjacentAbove);
if (minAdjacent >= nNot) {
beam->clutterFlag[igate] = 1;
}
}
} /* igate */
free(countSet);
free(countNot);
}
/*********************************************
* NEXRAD spike filter implementation example
*
* This routine filters the reflectivity data according to the
* NEXRAD specification DV1208621F, section 3.2.1.2.2, page 3-15.
*
* The algorithm is stated as follows:
*
* Clutter detection:
*
* The nth bin is declared to be a point clutter cell if its power
value
* exceeds those of both its second nearest neighbors by a threshold
* value TCN. In other words:
*
*
if
P(n) exceeds TCN * P(n-2)
*
and P(n) exceeds TCN * p(n+2)
*
* where
*
*
TCN is the point clutter threshold factor, which is always
*
greater than 1, and typically has a value of 8 (9 dB)
*
*
P(n) if the poiwer sum value for the nth range cell
*
*
n is the range gate number
*
* Clutter censoring:
*
* The formulas for censoring detected strong point clutter in an
* arbitrary array A via data substitution are as follows. If the nth
* range cell is an isolated clutter cell (i.e., it si a clutter cell
but
* neither of its immediate neighboring cells is a clutter cell) then
the
* replacement scheme is as follows:
*
*
Replace A(n-1) with A(n-2)
*
Replace A(n)
with 0.5 * A(n-2) * A(n+2)

*
Replace A(n+1) with A(n+2)
*
* If the nth and (n+1)th range bins constitute an isolated clutter
pair,
* the bin replacement scheme is as follows:
*
*
Replace A(n-1) with A(n-2)
*
Replace A(n)
with A(n+2)
*
Replace A(n+1) with A(n+3)
*
Replace A(n+2) with A(n+3)
*
* Note that runs of more than 2 successive clutter cells cannot occur
* because of the nature of the algorithm.
*/
void applyNexradSpikeFilter(Beam *beam)
{
int ii;
/*
* set clutter threshold
*/
double tcn = 9.0;
/*
* loop through gates
*/
for (ii = 2; ii < beam->nGates - 3; ii++) {
/*
* check for clutter at ii and ii + 1
*/
int this_gate = 0, next_gate = 0;
if ((beam->dbzf[ii] - beam->dbzf[ii - 2]) > tcn &&
(beam->dbzf[ii] - beam->dbzf[ii + 2]) > tcn) {
this_gate = 1;
}
if ((beam->dbzf[ii + 1] - beam->dbzf[ii - 1]) > tcn &&
(beam->dbzf[ii + 1] - beam->dbzf[ii + 3]) > tcn) {
next_gate = 1;
}
if (this_gate) {
if (!next_gate) {
/*
* only gate ii has clutter, substitute accordingly
*/
beam->dbzf[ii - 1] = beam->dbzf[ii - 2];

beam->dbzf[ii + 1] = beam->dbzf[ii + 2];
if (beam->dbzf[ii - 2] == CENSORED ||
beam->dbzf[ii + 2] == CENSORED) {
beam->dbzf[ii] = CENSORED;
} else {
beam->dbzf[ii] = beam->dbzf[ii - 2];
}
} else {
/*
* both gate ii and ii+1 has clutter, substitute accordingly
*/
beam->dbzf[ii - 1] = beam->dbzf[ii beam->dbzf[ii]
= beam->dbzf[ii beam->dbzf[ii + 1] = beam->dbzf[ii +
beam->dbzf[ii + 2] = beam->dbzf[ii +
}
}
} /* ii */
}

2];
2];
3];
3];
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Inputs
V
N
h
PN
TS
λ

Description
Complex (windowed or non-windowed) time series
(raw I & Q) of length N . (0, . . . , N − 1)
The length of the phase-coded time series V
The windowing function used previously on V , of
length N , (0, . . . , N − 1). If no window was previously used, this should be all 1's.
Noise Power (in same units as the power of V )
Pulse Repetition time in seconds
Wavelength of the radar in meters (i.e. ∼0.105
meters for WSR-88D)
Table 1: Inputs
N

23
24
25
30
35
40
45
50
55
58
59
70
80
100
150
200
300

Lower Threshold
-1
-1
-1
-1
-1
-1
-1
-1
-1
-1
0.073
0.074
0.072
0.073
0.073
0.074
0.074

Upper Threshold
-1
-1
0.161
0.163
0.165
0.168
0.170
0.171
0.173
0.174
0.174
0.176
0.177
0.179
0.184
0.185
0.189

Table 2: Threshold Table
Constant
w

Description
spectrum width
Table 3: Outputs

1

Constant
Vu
r
va
w01
w12
w13
w012
M

Description
Un-windowed time series (raw I & Q) of length N
(0, . . . , N − 1)

The rst 4 lags of the autocorrelation function of
length 4
Nyquist velocity
R0 /R1 Spectrum width estimator (normalized)
R1 /R2 Spectrum width estimator (normalized)
R1 /R3 Spectrum width estimator (normalized)
R0 /R1 /R2 Spectrum width estimator (normalized)
Integer specifying the determined size (0=small,
1=medium, 2=large)
Table 4: Intermediate Variables

1

Assumptions
1. The I&Q are cohered to the desired trip.
2. No clutter is present.
3. The pulse repetition interval is constant for the entire gate.
4. The window function is never identically 0. (This assumption can be relaxed without much additional
work.)
5. The mean power of V is greater than PN .
6. The auto-correlation function used is linear not circular (see section 4).

2

Inputs

The inputs are listed in table 1. There is also a table containing the thresholds for determining whether the
spectrum width is probably small, medium, or large (see table 2).

3

Outputs

The only output is w, the spectrum width. See table 3. Intermediate variables are shown in table 4.

4

Procedures

First, dene a function that will be used within the algorithm more than once.
Auto-correlation function: The ith -lag (complex) value of the auto-correlation function:
Ri [v] =

NX
−i−1
1
v ∗ (k) v (k + i)
N −i
k=0

where v is a time-series. This is the linear autocorrelation. It is not equivalent to computing the autocorrelation from the spectrum, even if it is windowed. This is especially true for larger lags (i ≥ 2). The
circular version is a biased estimator of the signals true auto-correlation function since it assumes that the
frequencies comprising the time-series are periodic over the length of the time-series. This is almost always
not the case.
2

5

Algorithm
1. Un-window the time-series

Inputs

V

Outputs

Vu

Un-window by
Vu [i] = V [i] /h [i]

for i = 0, . . . , N − 1

2. Calculate the auto-correlation function to 4 lags
Inputs

Vu

Outputs

r
r [i] = |Ri [Vu ]|

for i = 0, . . . , 3

3. Calculate
Inputs

normalized

R0 /R1

estimator

r , PN

Outputs

w01

If r [1] ≥ r [0] − PN then w01 = 0. Otherwise
w01

4. Calculate
Inputs

normalized

R1 /R2

√ s 

2
r [0] − PN
ln
=
π
r [1]

estimator

r

Outputs

w12

If r [2] ≥ r [1] then w12 = 0. Otherwise
w12

5. Calculate
Inputs

normalized

R1 /R3

√ s 

2
r [1]
ln
= √
r [2]
π 3

estimator

r

Outputs

w13

If r [3] ≥ r [1] then w13 = 0. Otherwise (written to show the general formula)
√

w13

6. Calculate
Inputs

normalized

R0 /R1 /R2

2
= √
2
π 3 − 12

estimator

r

3

s


ln

r [1]
r [3]



Outputs

w012

The idea is that if we take the ln of the autocorrelation, a Gaussian becomes a concave down quadratic. The
0th -order term corresponds to the power, and the 2nd -order term is related to the width:
w012 =

1p
−2 min (0, −0.1923 (r [0] − PN ) − 0.0769 r [1] + 0.2692 r [2])
π

7. Determine what regime (small, medium, and large)
Inputs

w01 , w012 , w13 , N

Outputs

M

First lookup the surrounding values in the threshold table for N . In other words, let N1 be the largest value
smaller or equal to N , and let L1 , and U1 be the corresponding lower and upper thresholds, respectively.
Let N2 be the smallest value larger or equal to N , and let L2 , and U2 be the corresponding lower and upper
thresholds, respectively.
If N1 = N2 then let L = L1 and U = U1 . Otherwise let U = (1 − α) U1 + αU2 and L = (1 − α) L1 + αL2
where α = (N − N1 ) / (N2 − N1 ). Then set M = 2 if (w01 + w012 ) /2 ≥ U . Otherwise, set M = 0 if w13 < L.
Otherwise, set M = 1.

8. Determine nal spectrum width
Inputs

w01 , w12 , w13 , Ta , λ, M

Outputs

w

Calculate the Nyquist velocity: va = λ/ (4Ts ). Then set


va w13
w = va w12


va w01

4

M =0
M =1
M =2

Appendix C: CMD JTECH journal publications
1. Weather Radar Ground Clutter, Part I: Identication, Modeling and
Simulation
2. Weather Radar Ground Clutter, Part II: Real Time Identication and
Filtering

Weather Radar Ground Clutter, Part I: Identification,
Modeling and Simulation
J.C. Hubbert, M. Dixon, S. Ellis and G. Meymaris
hubbert@ucar.edu
National Center for Atmospheric Research
Boulder, Colorado 80307
Second Revision

SUBMITTED TO
The Journal of Atmospheric and Oceanic Technology
December 4, 2008

1

Abstract
Real time ground clutter identification and subsequent filtering of clutter-contaminated data is
addressed in this two-part paper. Part I focuses on the identification, modeling and simulation
of S-band ground clutter echo. A new clutter identification parameter, Clutter Phase Alignment
(CPA), is presented. CPA is a measure of primarily the phase variability of the in-phase and
quadrature-phase time-series samples for a given radar resolution volume. CPA is also a function of amplitude variability of the time-series. It is shown that CPA is an excellent discriminator
of ground clutter versus precipitation echoes. A typically-used weather model, time-series simulator is shown to inadequately describe experimentally observed CPA. Thus, a new technique
for the simulation of ground clutter echo is developed that better predicts the experimentally
observed CPA. Experimental data from the Denver NEXRAD, KFTG, and S-Pol, NCAR’s (National Center for Atmospheric Research) S-band polarimetric radar, are used to illustrate CPA.
In Part II, CPA is used in a fuzzy logic algorithm for improved clutter identification.
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1. Introduction
Ground clutter characteristics have been studied extensively and excellent summaries and discussion of clutter and clutter statistics are given by Long (2001) and Billingsley (2002). Ground
clutter signal and statistics vary widely since ground clutter targets are very diverse: plants,
trees, bare ground, rocks, buildings, other man-made structures, and ground snow. One way
that has been used to classify and characterize ground clutter is via the amplitude statistics of
clutter which are typically reported as fitting Rayleigh, Weibull, Ricean or log-normal distributions (Long 2001). The Weibull and Ricean distributions include Rayleigh as a subclass.
Ground clutter echo fluctuations can be characterized either temporally or spatially. Temporal
statistics result from data gathered at a fixed azimuth, elevation and range (i.e., from a single
resolution volume). Such amplitude statistics are usually reported as Ricean, which includes
Rayleigh in one limit and more peaked distributions in the other limit (Long 2001). Ricean
distributions result from the vector sum of one constant dominant scatterer surrounded by other
Rayleigh fluctuating echoes (Norton et al, 1955). Limit here refers to the two extremes of the
Ricean distribution parameter “m” which controls the ratio of the constant power to the average
power of the surrounding fluctuating (Rayleigh) component. Spatial amplitude statistics, however, have typically been reported as being Weibull distributed (Booth 1969; Sekine and Mao
1990; Billingsley and Larrabee 1991; Long 2001) which has broader echo amplitude distributions than prescribed by Rayleigh. For radar amplitude clutter statistics that result from both
temporal and spatial effects, compound distribution models have been used. Two such distributions are a Rayleigh distribution modulated by a Weibull distribution (Simkins 1984) and the
K-distribution (Jakeman and Pusey 1976; Jao 1984). For typical S-band weather radar scanning
strategies examined here, temporal amplitude statistics are more narrowly distributed while spatial statistics are typically more broad. However, for the practical identification of clutter, the
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spatial variability of the integrated mean power (i.e., reflectivity) is much more relevant than
the form of the amplitude distribution. Two of the parameters used in the fuzzy logic clutter
identification algorithm discussed in Part II of this paper are measures of the clutter echo power
spatial variability.
Here in Part I, a new parameter for identifying clutter, called the Clutter Phase Alignment
(CPA), which is a metric of temporal statistics, is introduced and studied. In contrast to previous
clutter identification parameters that were a measure of the variability of just the amplitude of the
return time-series for a radar resolution volume (Schaffner 1975; Geotis and Silver 1976), CPA
is a function of not only the amplitudes of the time-series but also more importantly, the phase.
In short, CPA is a measure of temporal phase fluctuations of echoes over typical data collection
times for a single radar resolution volume. Thus, closely related to CPA is the velocity and
spectrum width of the signal (see Bringi and Chandrasekar, 2001, for definitions of mean velocity
and spectrum width of weather signals). S-band signals with absolute mean velocity greater than
about 3 m s−1 velocity have very low CPA values. In general, as the spectrum width of the signal
increases, the CPA values decrease because signals with wide spectrum widths fluctuate more
over the measurement period as compared to narrow spectrum width signals. Additionally, the
spectrum width of ground clutter echoes are usually quite narrow (< 0.3 m s−1 ) while spectrum
widths of weather echoes are typically much wider (> 1.0 m s−1 ; Doviak and Zrnić 1993; Fang
et al. 2004). Spectrum width, however, has not been a particularly effective identifier of clutter
and simulations are given here that demonstrate this.
Also in this paper, a new technique for simulating ground clutter echo is given. The motivation for modeling ground clutter is two-fold: 1) to simulate time-series that result from ground
clutter, specifically for typical weather radar data collection strategies, and 2) to gain a better
understanding of experimentally observed CPA values. For weather radar, we are interested in
temporal statistics that are slightly modulated by spatial statistics due to a 1◦ antenna beamwidth
4

(approximately) radar scanning nominally over about one degree in azimuth. It is shown that
clutter echo time-series simulated using a weather model do not yield statistics that match the
experimentally observed clutter statistics. Thus, a new technique for modeling and simulating
ground clutter echo is given that can better match the experimental data.
This paper is organized as follows: Section 2 discusses the problem of identifying clutter
based on signal characteristics from one resolution volume. Spectrum width estimation is discussed and CPA is introduced and developed theoretically. Experimental data from the Denver
NEXRAD radar, KFTG, are used to illustrate the theory. In Section 3, a new model to simulate
ground clutter time-series is given and in Section 4, the signal statistics of the simulations are
compared to KFTG experimental data. Section 5 summarizes and concludes this paper.

2. Ground Clutter Identification
Ground clutter echoes from stationary targets have zero mean velocity and narrow spectrum
widths and thus these attributes can be used to identify clutter. For an overview of clutter
identification and mitigation in the literature, see Part II. Some clutter targets can move (e.g.,
wind-blown trees) and furthermore, the radar is typically scanning rotationally, so that the actual measured velocity can vary somewhat from zero and the spectrum widths can be widened.
Still, considering both wind and an antenna rotation of 10 ◦ to 18 ◦ per second, Doviak and Zrnić
(1993) estimate that typical spectrum widths of ground clutter are about 0.26 m s−1 . Since typical spectrum widths of weather echoes are greater than 1 m s−1 (Fang et al. 2004), spectrum
width should be a good indicator of clutter.
However, the accurate estimation of such narrow spectrum widths is problematic. For typical
weather radar scanning parameters at S-band, the spectrum width measurement error can be very
high, especially at narrow spectrum widths (Bringi and Chandrasekar 2001; Doviak and Zrnić
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1993). For example, consider the histogram of spectrum width estimates shown in Fig. 1. Radar
data is simulated at S-band with a spectrum width of 0.5 m s−1 , mean velocity of 0 m s−1 , pulse
repetition time (PRT) of 0.001 s and a length of 64 samples (Chandrasekar et al. 1986). 50,000
time-series are generated. To calculate spectrum width, the unbiased auto-correlation estimate
is used (Doviak and Zrnić 1993):
−i
1 NX
R(i) =
x(k)x∗ (k + i)
N − i k=1

(1)

where i is the auto-correlation lag (e.g., i = 0 yields power), x(k) is a radar time-series, N is
the length of the time-series and “∗” denotes complex conjugation. The so-called R(0)/R(1)
spectrum width estimator is
σv =

λ h R(0) i1/2
√ ln
R(1)
2πTs 2

(2)

where λ is the wavelength and Ts is the sampling period. As can be seen, when |R(1)| > |R(0)|
the logarithm becomes negative and the square root becomes a complex number, i.e., a nonphysical width estimate is obtained. One strategy is to set the spectrum width to zero under such
circumstances. Of the 50,000 simulations performed, 21,157 (about 42%) have |R(1)| > |R(0)|.
The mean and standard deviation of the other 28,843 width estimates are 1.1 m s−1 and 0.5 m s−1 ,
respectively. Hence, the distribution of estimated spectrum widths is bimodal. These results
demonstrate, spectrum width is estimated rather poorly and this is the reason why, in general,
spectrum width is not a particularly robust indicator of clutter. The fact that |R(1)| > |R(0)|
occurs at all can be attributed to the unbiased auto-correlation estimate used: R(0) is normalized
by the number of samples, i.e. 64 here, whereas R(1) is normalized by the number of products
that contribute to the sum in Eq. (1), i.e. 63 in the present case. The biased auto-correlation
estimator (Bringi and Chandrasekar 2001), which normalizes both R(0) and R(1) by the length
of the time-series, i.e. 64 here, could instead be used.
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Using the biased auto-correlation estimate and the same simulation parameters as used for
Fig. 1, the histogram shown in Fig. 2 is obtained. For these width estimates, |R(0)| is always
greater than |R(1)| which is intuitively satisfying. However, the mean is 1.53 m s−1 , which is
a 1.03 m s−1 bias, and the standard deviation is 0.45 m s−1 . It is also interesting that there are
no spectrum width estimates below about 0.4 m s−1 and only a few estimates at the simulated
spectrum width of 0.5 m s−1 .
Summarizing, even though ground clutter echoes have narrow spectrum widths, the practical
estimation of the widths is problematic with the commonly used estimators. The spectrum width
estimates could be improved by employing other estimators that utilize more lags of the autocorrelation function (Passarelli and Siggia 1983; Meymaris and Williams 2007). The problem is
that these estimators have poor performance for signals with wide spectrum widths. The higher
auto-correlation lag products will be “noisy” because of the shortened decorrelation time due to
the wide spectrum width. An additional concern is that operational radars such as the WSR-88Ds
typically use fewer than 64 samples to estimate mean velocity and spectrum width. Fewer times
series samples typically means that the resulting estimates will have higher standard deviations
which will exacerbate the above-described problem of |R(1)| > |R(0)|. The reader is reminded,
however, that it is the number of equivalent independent samples and not just the total number
of samples used which is critical for reduced variance of the auto-correlation estimates (Doviak
and Zrnić 1993).
Simulations for spectrums widths of 0.26 m s−1 were also performed and the results also
show that more than 40% of the simulated time-series have |R(1)| > |R(0)|. We next present
another clutter identification parameter, Clutter Phase Alignment, that is more robust than spectrum width, and also is a function of mean velocity.
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a. Clutter Phase Alignment

The backscatter amplitudes from fixed, non-moving targets (i.e., many ground clutter objects)
is constant. Thus, if the radar is stationary, the received base-band complex signal (referred
to as the in-phase and quadrature-phase (I and Q) components) is constant. This is predicated
on a coherent transmitter (e.g., a Klystron or TWT (traveling wave tube) ) or on a magnetron
transmitter where the transmit phase is measured for each pulse and subsequently the received
signal is corrected with this phase. Under these circumstances, the phase of the received signal,
θ, is constant and this phase is measured by the radar as

θ = arg{xi }

(3)

where xi = Ii + jQi is the radar received time-series with j =

√
−1.

This characteristic can be used to identify clutter-contaminated radar data. For moving targets, such as weather, the phase of the individual members of the time-series will vary according
to the mean velocity and spectrum width of the received signal. This then suggests that the sum

S=

N
X

xi

(4)

i=1

should be high for clutter targets while being low for weather targets, other moving targets (e.g.,
flying birds), noise, etc., and thus, Eq. (4) should be a good discriminator of ground clutter
targets versus weather targets and other echoes including biological scatterers, noise, etc.
To account for power variation, CPA is defined as the magnitude of the vector sum of the
individual time-series members, xi , divided by the sum of the magnitudes of the xi :
CP A =

N
X
i=1

xi /

"N
X

#

|xi | .

(5)

i=1
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Thus, CPA ranges from 0 to 1 with 1 indicating a very high probability of clutter. Intuitively,
CPA is a good indicator of clutter since by definition it is a metric of the primary characteristic of
a stationary ground clutter target, i.e., low variability of backscatter phase. Note that if the phase
of the xi is constant, CPA will be one regardless of the behavior of the magnitude of the xi . If the
target is not completely stationary over the measurement period, the mean velocity may differ
from 0 ms−1 and/or the width of the spectrum of the radar return signal may increase, both of
which will decrease CPA to below 1. For the very large majority of radar clutter returns examined
here, CPA is greater than 0.90 whereas CPA is less than 0.5 for most non-zero velocity weather
echo. CPA is close to zero for noise. This includes both KFTG and S-Pol data gathered over a
1◦ azimuth resolution (or 1◦ subtended central angle) with antenna rotation rates less than about
18◦ s−1 . Weather echoes with velocity magnitude < 0.5ms−1 (approximately) and spectrum
widths less than about 0.5 m s−1 (e.g., stratiform rain in the zero velocity isodop) can have CPA
values in the 0.9 range (for S-band and a PRT≈ 0.001 s) and thus be misidentified as clutter. As
a consequence of this, clutter identification parameters based on the spatial variability of clutter
echo such as the reflectivity texture, SPIN (Steiner and Smith 2002), differential reflectivity or
copolar differential phase are needed to distinguish this type of weather echo from clutter (see
Part II of this paper for more information). To recapitulate, CPA is nearly always significantly
less than 0.90 for weather time-series that are collected over time periods that are significantly
longer than the decorrelation time of the precipitation particles in the radar resolution volume.
The next set of plots illustrate the relationship between mean velocity and spectrum width
and CPA via weather model simulations (Chandrasekar et al. 1986). Briefly, this weather timeseries simulator is a spectral domain technique that is based on the assumed statistical properties
of weather echo (e.g., the spectrum is Gaussian shaped) and weather signal correlation properties. The mean velocity and spectrum width are specified input parameters and spectra are
generated. Time series are obtained by using an inverse DFT (Discrete Fourier Transform).
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The following results have also been cross-checked with the simulation technique described by
Frehlich and Yadlowsky (1994).
Time series simulations are made for velocities from -0.5 m s−1 to 0.5 m s−1 at 0.083 m s−1
steps, 100 simulations per step. The simulation parameters are: PRT=0.001 s, σv = 0.03 m s−1 ,
64 points, and SNR=60 dB. The spectrum width is made very narrow (0.03 m s−1 ) to minimize
the effect spectrum width has on the CPA estimates so that the effects of velocity are more clear.
For each simulated time-series the velocity is estimated (via the phase of the first lag of the autocorrelation function). The resulting scatter plot of CPA versus estimated velocity is shown in
Fig. 3 (note that the simulated velocity and the estimated velocity are, in general, not the same).
As can be seen, as velocity magnitude increases, the value of CPA decreases rather quickly.
When the velocity magnitude is greater than 0.2 m s−1 , the average CPA values are below 0.9.
To see the effect of broadening the spectrum width on CPA, a scatter plot of CPA versus estimated mean velocity when the spectrum width is 0.26 m s−1 (an expected typical spectrum width
for clutter (Doviak and Zrnić 1993)) is shown in Fig. 4. The simulated velocity is always zero in
order to isolate the effects of spectrum width broadening on CPA. Otherwise, the simulated parameters are as in Fig. 3. As can be seen, there is considerable scatter with a significant number
of points having CPA values less than 0.90 and the estimated velocities range from -0.4 m s−1
to +0.4 m s−1 . Shown in Fig. 5 is a cumulative histogram of the data shown in Fig. 4 which
is normalized by the total number of points. More than 25% of the points have CPA values of
less than 0.8. Experimental ground clutter data using S-Pol or KFTG do not agree with this plot
which is shown below.
Fig. 6 illustrates the relationship between CPA and mean velocity and spectrum width for
widths more typical of weather. Shown are six scatter-plots of CPA versus mean velocity for
spectrum widths of 1, 2, 3, 4, 5, and 6 m s−1 in panels (a) through (f), respectively. There are
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5100 data points per graph and the simulated velocities are distributed equally between plus and
minus the Nyquist velocity of 26.7 m s−1 . As the spectrum width increases, the distribution of
elevated CPA values becomes more broad and the average CPA for the points with velocity close
to 0 m s−1 decreases. Importantly for discrimination between clutter and precipitation echo, the
large majority of CPA values are below 0.6 for all plots.
Figure 7 shows a KFTG 0.5◦ PPI clear air surveillance scan of reflectivity (the NEXRAD
scan strategy Volume Control Pattern (VCP) 32). The data were gathered on 13 October 2006 at
21:23 UTC. The large reflectivities on the left are caused by the Rocky Mountains. The antenna
was scanning at 6.5◦ s−1 with about 64 time-series samples per degree azimuth. Shown in Fig. 8
is a two dimensional color histogram scatter plot of the experimentally measured CPA values.
There are about 19,000 data points and as can be seen in the color histogram, the majority of the
points are confined to the region −0.1 ms−1 < velocity < 0.1 ms−1 and CPA> 0.95. The data of
Fig. 8 are more concentrated at CPA values > 0.9 and the spread in the velocities is lower than
for the data shown in Fig. 4. Figure 9 shows three normalized, cumulative histograms for the
data in Fig. 8 (and three curves from modeled data to be discussed later). CPA is calculated from
time-series lengths of 64, 32 and 16 which correspond to antenna subtended angles of 1.0◦ , 0.5◦
and 0.25◦ , respectively. As can be seen, the narrower the subtended scan angle, the higher the
CPA. This set of curves illustrates the effect of the size of the scanning angle on CPA. The curve
from Fig. 5 is included for ease of comparison (labeled Weather Model). The histogram shows
that for CPA < 0.8, the cumulative fraction of CPA values for the 64-point experimental curve
and weather model curve are 0.09 and 0.28, respectively. There are two possible explanations for
this discrepancy. One is that most of the clutter echo spectrum widths are much more narrow than
0.26 m s−1 . The other is that clutter is not well modeled using the same simulation algorithm as
is used for weather signals. The simulated spectrum width for the weather model can be reduced
to 0.14 m s−1 so that the resulting CPA cumulative histogram matches quite well with the 1◦
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experimental cumulative histogram of Fig. 9. However, it is shown later that the resulting scatter
plot of CPA versus velocity for data from the weather model does not then agree with the similar
experimental scatter plots. In Section 3, a new method for modeling ground clutter is presented
that better predicts the characteristics of the experimentally observed CPA. Data from the new
clutter model are given in Fig. 9 for reference but these results are discussed later after the new
clutter model is presented.
In summary, both velocity and spectrum width affect CPA: 1) as the velocity departs from
zero, CPA decreases rapidly, 2) as the spectrum width increases, the value of CPA, in general,
decreases. There are well known variances associated with the pulse pair velocity estimator
and especially the width estimator as shown earlier in this paper. Furthermore, no particular
spectrum shape is assumed for the CPA calculation as is assumed with the pulse pair estimators.
An additional advantage is that CPA can be directly calculated from staggered PRT time-series
which makes it viable for such data. For these reasons, CPA is a more robust and versatile
indicator of clutter than a combination of radial velocity and spectrum width.
Finally, the spectrum width of clutter echoes depends upon the radar location (i.e., the characteristics of the surrounding clutter targets), the rotational scan rate and any movement of the
clutter (e.g., due to winds). Thus, the experimental data reported here are specific to the Colorado Front Range clutter environment. The clutter targets are predominantly in the foothills of
the Rocky Mountains but there are also prairie and significant deciduous tree and shrub vegetation targets especially in the more populated regions. Nevertheless, CPA from radar data from
other geographical regions should be examined. We have used CMD with S-band data from
The Centre for Australian Weather and Climate Research CP-2 radar (Keenan et al. 2006) and
with S-Pol data from the recent NCAR field campaign, TiMREX (Terrain-influenced Monsoon
Rainfall Experiment) in Taiwan. The clutter from both radar sites, , especially the Taiwan site,
is dominated by deciduous, tree-covered hills and mountains. Preliminary results indicate that
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CPA performed well in these environments. Also, the KFTG data of Fig. 8 was gathered at a
6.5◦ s−1 rotation rate which indirectly affects the spectrum width of clutter echoes. However,
as demonstrated in Fig. 9, it is the scanning angle subtended by the radar during the time-series
collection period that causes CPA to decrease (equivalently, an increase the spectrum width)
rather than the radar scanning rate per se. Data shown in both Part 1 and Part 2 papers are for
radar resolution volumes of one degree in azimuth, unless stated otherwise. Thus, the statistics
of CPA, spectrum width mean velocity estimates (for clutter) will be about the same for rotation
rates from 6.5◦ s−1 to 18◦ s−1 . Faster scan rates for one degree azimuth resolution volumes dictates a shortened measurement time period. This will increase measurement standard deviation
of velocity and spectrum width for weather signals due to fewer independent samples gathered.

b. CPA and a Spectrum Power Ratio

There is a relationship between CPA and the spectrum of the signal. Consider the DFT of the
the time-series xi ,
N
−1
X

Xm =

xi exp−j2πmi/N

(6)

i=0

where j is

√

−1, N-1 is the length of the time-series and m is the frequency (velocity) index.

Evaluating Eq(6) for m = 0 (the zero velocity component) yields
X0 =

N
−1
X
i=0

xi exp−j2π0i/N =

N
−1
X

xi .

(7)

i=0

Thus, the numerator of CPA is just the magnitude of the zero velocity component of the DFT,
namely, |X0 |. It is natural, then, to compare CPA to the ratio of the power of the 0 velocity
component of the DFT normalized by the total power of the signal. This is referred to as the
Power Ratio (PR). Closer examination of the CPA and PR0.5 shows that the denominator of CPA
is the L-1 norm while the denominator of PR0.5 is the L-2 norm of the time-series. While this
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is a rather simple difference between the two clutter metrics, it does make CPA a more effective
clutter identification metric. It can be shown (see Appendix A) that
CP A ≥

q

(P R)

(8)

This result suggests that CPA should be a better discriminator of clutter than PR0.5 since both
CPA and PR0.5 are quite low for weather signals. If CPA is larger than PR0.5 for clutter echoes,
then CPA may distinguish better between clutter and weather echoes. To illustrate this, examine
Fig. 10 which shows a scatter plot of CPA versus PR0.5 for a low level PPI scan that contains both
clutter and weather echoes collected by KFTG on 26 October 2006 at 12:02 UTC. A rectangular
window is used for the time-series. Ovals mark regions where the majority of the scatter is
either from clutter or precipitation. As can be seen, there exist many resolution volumes where
the PR0.5 is in the 0.5 to 0.8 range while CPA is close to one. Note also that for the resolution
volumes that likely contain weather (CPA< 0.6), CPA and PR0.5 are in closer in value. Next
the time-series of one of these data points is examined. Figure 11 shows the times series of
I 2 + Q2 dB and tan−1 (Q/I) degrees for a resolution volume with clutter where CPA=0.99 but
PR0.5 = 0.76 (time-series length 64). The power increases more than 40 dB across the plot while
the phase is contained between 0◦ and −20◦ after the 20th sample. The plot suggests that the
clutter target is entering the main lobe of the radar antenna as the radar scans. The difference
between CPA and PR0.5 can be explained as follows. Since the ground clutter target is only
visible through about half of the I and Q samples, the power time-series varies dramatically
from -85 dBm to -55 dBm during which the phase remains fairly constant. This sharp gradient
in the power time-series spreads power away from the zero velocity component in the spectrum
of the signal thereby reducing PR0.5 . In contrast, the low variability of the phase weighted by
the high power causes CPA to be high. This characteristic makes CPA a better discriminator of
clutter for such scanned ground clutter targets. Later, we use Receiver Operating Characteristic
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(ROC) curves to further demonstrate this.

3. Modeling Ground Clutter for Simulations
Even though the physics of backscatter from ground clutter is dissimilar from precipitation, it
has been suggested that clutter echo from a scanning radar can be practically modeled as zero
velocity, narrow spectrum width weather (Nguyen et al. 2008; May and Strauch 1998) . An
alternate approach is presented here. The simulation technique is not based on a theory of
electromagnetic scattering per se as is done in Ruck et al. (1970). Rather, we give a heuristic
model based on observed clutter data and use a Monte Carlo technique.
As a point of reference, for echo from precipitation particles, the I and Q signal components
are independent, zero-mean Gaussian random variables (Bringi and Chandrasekar 2001). Their
magnitude is Rayleigh distributed while the corresponding power is exponentially distributed
and is sometimes referred to as a Rayleigh power density function (Long 2001). Ground clutter echo amplitude statistics are somewhat similar to this in that they have been observed to
sometimes have a Rayleigh distribution. Physically, however, ground clutter scattering from a
myriad of diverse, non-moving or at least zero-mean average velocity (trees may sway but do
not “move”) objects bears little resemblance to a collection of reshuffling precipitation particles.

a. A Rayleigh Clutter Model (RaM)

We begin by assuming that the clutter seen by a scanning radar for a particular resolution volume
can be modeled by a series of independent scattering centers that are equally spaced in azimuth
angle and possess constant amplitude and phase over the measurement period (i.e., they are
completely stationary). Thus, if the radar stares (i.e., is motionless during the measurement
period) at a collection of such scatterers, the return measured echo would be a constant. Each
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scattering center is assumed to be comprised of scatter from many independent scattering objects
and it is assumed that the clutter center scattering amplitudes are independent and identically
distributed random variables.
Based on these assumptions and experimental observations, the clutter centers are modeled
as having their magnitudes Rayleigh-distributed and phases uniform random (±π) distributed
and independent of the magnitudes. Thus, series of Rayleigh distributed, complex scattering
amplitudes, ai , are generated to model clutter spatially. Next, the radar beam shape is modeled
as a one-dimensional Gaussian curve with a 3 dB beamwidth of 1◦ . Using a Gaussian shape
curve to model the main lobe of pencil beam type antenna patterns is common (Bogush 1989).
The radar beam is truncated at ±1.5◦ from its center and is considered to have a constant phase
pattern. The antenna beam pattern is then convolved with the scattering centers to create a
time-series representation of the clutter signal as seen by the radar for that resolution volume.
Mathematically, the Rayleigh Clutter Model (RaM) is defined as

αk =

N
X

ai+k βi Wi

(9)

i=1

where αk is the time-series, ai are the clutter scatter centers with Rayleigh distributed amplitudes,
βi are the antenna beam pattern weight, Wi accounts for the window used to process the timeseries (e.g., rectangular, Von Hann, Blackman, etc.), and N is the number of integration points
(determined by the number of digitized antenna beam points). For the results presented here,
a rectangular window function is used and 64 points per degree azimuth are used. Figure 12
depicts this model. There are 256 scattering centers and the antenna beam is discretized to 192
points or 3 degrees. For each new time-series point, the antenna pattern is advanced one scatter
center point and the antenna pattern is multiplied with the scattering centers and summed, i.e.,
the antenna pattern is simply convolved with the scattering centers. As is shown later, this model
does not yield CPA values that match well with the experimentally observed CPA values and
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thus we seek to refine the RaM.

b. A Ricean Clutter Model (RiM)

Temporal ground clutter amplitude statistics have been reported to follow Ricean distributions
(Kerr 1951; Long 2001). Ricean distributions occur when a constant vector is added to Rayleigh
fluctuations. Physically, this can be interpreted as having a relatively large dominant clutter target surrounded by smaller Rayleigh distributed scattering centers. To incorporate this effect into
the RaM model, one of the scattering centers can be replaced by a larger constant, C. The magnitude of C is adjusted until the resulting CPA cumulative histogram matches the experimental
cumulative histogram. The dominant scattering center is placed uniform randomly in one of the
central 108 locations out of the 256 scatter center locations. C is modeled as a Gaussian random
variable with a mean of 28 and a standard deviation of 10. These are unit-less numbers and
are relative to the amplitudes of the Rayleigh distributed scattering centers.1 These values are
arrived at heuristically by adjusting C until the cumulative distribution of CPA for experimental
data is matched.

c. A Modulated Ricean Clutter Model (MRM)

Much ground clutter can and does move to some extent during the radar measurement period
which is approximately 64 ms in this study. This would be manifest as a small variation in the
phase and magnitude of the clutter centers, ai , during the measurement period. One way to
model this movement is to allow the magnitude and phase of the scattering centers to vary in a
random fashion as a function of k, the discrete time index. Let ai = mi ejφi , where mi is the
magnitude and φi is the phase of the complex scattering center ai . The magnitude and phase of
1
p The scattering centers are created by generating two Normal i.i.d. R.V.s, N1 (0,1) and N2 (0,1). The R.V.
N12 + N22 is Rayleigh distributed while the phase R.V. arg{N2 /N1 } is uniform random between 0 and 2π.
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the ai are modulated for each increment in k as
m̂i (k) = mi + N (0, si )

(10)

φ̂i (k) = φi + N (0, di )

(11)

where N (0, si ) are i.i.d. (independent and identically distributed) Gaussian random variables
with zero mean and a standard deviation that is proportional to the mi , i.e., si = f mi where f
is the fraction of mi for specifying one standard deviation. N (0, di ) are i.i.d. Gaussian random
variables with zero mean and standard deviation of d degrees. The primary purpose of this model
is to investigate the effect of movement of the targets in the radar resolution volume on CPA (for
example, trees swaying in the wind).

d. Simulation Algorithm

The ground clutter time-series simulation scheme is as follows.

1. Create a sequence of i.i.d. Rayleigh distributed scattering centers long enough to accommodate the number of discrete radar beam points plus the desired length of the resultant
time-series αk . As used here, this is 257. Replace one scattering center with a large constant number if Ricean statistics are desired. The replacement center location is chosen
as a uniform random variable. The magnitude of the replacement center is a Gaussian
random variable, in the present case N(28,10).
2. Convolve the antenna beam with the sequence of scattering centers (i.e., k=1in Eq.(9)) to
create the first time-series member, α1 .
3. Increment k and if modulated statistics are desired (i.e., modeling some clutter movement),
the magnitude and phase of all scattering centers are varied according to Eqs. (10) and (11).
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4. Perform the convolution of the beam pattern and scattering centers to obtain the next member of the time-series αi .
5. Repeat steps 3 and 4 to create the time-series αi .
6. Compute CPA and other parameters from the constructed time-series.
7. Repeat process beginning with step 1 for additional time-series.

4. Using Clutter Models to Investigate CPA
In this section results are shown for 1) the Rayleigh Model (RaM) 2) the Ricean Model (RiM)
and 3) the Modulated Ricean Model (MRM) clutter simulators. Time series of length 64 are
generated, the radar beamwidth is one degree, the scan angle subtended is one degree and 5,000
time-series are simulated. Shown in Fig. 9 is the cumulative histogram of the CPA values for the
RaM and RiM. As can be seen the cumulative fraction of CPA from the RaM simulations is lower
than the shown Weather Model simulation results (spectrum width is 0.26 ms−1 ). However, the
RaM cumulative fraction is still significantly higher than that of the experimental one degree
data shown. The implication is that clutter observed by KFTG (and S-Pol) are not modeled well
by a simple collection of Rayleigh distributed scattering centers. The resulting CPA values are
too low. Now consider the cumulative histogram from the RiM simulations in Fig. 9. As can be
seen, when a large dominant scattering center is added to the Rayleigh Model (thus creating the
RiM model), the CPA values can be made to match the experimental CPA cumulative histogram
well. This suggests that the majority of clutter seen by KFTG is typically dominated by a single
“target” that has nearly constant backscatter phase over the measurement period.
Results from the MRM simulator are discussed next. Figure 13 shows the cumulative histogram for the MRM simulations, for modulation parameters f = 0.20 for the magnitude and
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d = 20◦ for the phase, along with the RiM simulation curve from Fig. 9 for comparison. As can
be seen, the fraction of smaller CPA values does increase relative to the RiM curve, however,
the fraction of CPA values less than 0.6 for the MRM only increases by 2%. The MRM demonstrates that the phases and magnitudes of the scattering centers can vary significantly while CPA
remains high and continues to be an effective clutter identification parameter. The 20◦ of phase
shift at S-band only represents about 0.6 cm of target displacement; however, if this displacement occurs over one PRT interval of 0.001 s, it represents velocities of 6 m s−1 . Additionally,
since the clutter center phases are modulated by a Gaussian random variable with 20◦ standard
deviation, the phase difference of a scattering center from one time step to the next can easily
be much more than 20◦ (the variance of the sum of two i.i.d. random variables is the sum of
the variances). The experimentally-measured CPA values presented here indicate that the timeseries phases are distributed such that the estimated mean velocity over the measurement period
is close to zero (see Fig. 8). This is important in order to maintain high CPA values as the
simulation in Figs. 3 and 4 indicate. This is examined further next.
The simulation models can be further compared by examining scatter plots of CPA versus
velocity. Shown in Figs. 14 to 16 are such plots for experimental data, the weather model, and
the RiM , respectively. The parameters used for the weather model are as before except that the
spectrum width is chosen to be 0.14 m s−1 so that the resulting cumulative histogram of CPA
values matches the one degree experimental curve of Fig. 9 well. Comparing the experimental
plot of Fig. 14 to the weather model plot of Fig. 15 shows that even though the cumulative
CPA histogram of the weather model data can be well matched to the experimental data, the
distribution of the estimated velocities is different. This indicates that the simulated time-series
of clutter echo using a weather model with narrow spectrum width does not capture all of the
characteristics of typical ground clutter echo. By contrast, the CPA versus velocity scatter plot
due to the RiM simulation (Fig. 16) matches the experimental velocity scatter plot (Fig. 14)
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better.

5. An Evaluation of Discrimination Capability
The utility of a clutter identification metric is its ability to discriminate between clutter and
weather echo. Once way to do this is to create histograms of clutter only and weather only
data and then overlay the histograms. The degree of overlap of the two histograms indicates
how well the metric can distinguish between the two classes of data. Here, experimental KFTG
data gathered on 10 October 2006 at 09:54 UTC are used to create the histograms. There are
about 38,600 weather data points and 13,200 clutter data points. Both stratiform and convective
weather are included. Weather spectrum widths vary from very small to 6 m s−1 with the majority
being between 0.5 to 3 m s−1 . Thus, the data used should be reasonably representative of weather
and clutter typically observed by KFTG.
The clutter metrics evaluated are CPA, PR0.5 and MVAR. MVAR is defined as the mean value
of the absolute pulse-to-pulse amplitude differences of the time-series in log space (Geotis and
Silver 1976). Thus, all three metrics are based on the sample-to-sample variability of the the
time-series and it is of interest to compare their clutter-versus-weather discrimination capabilities. Histograms of the clutter and weather data for CPA, PR0.5 and MVAR are shown in Figs. 17,
18 and 19, respectively. Comparing the degree of overlap of the clutter and weather histograms
in each figure, it is fairly evident that CPA out performs MVAR and PR0.5 . To illustrate this
more clearly, Relative Operating Characteristic (ROC) curves (also known as Receiver Operating Characteristic curves) are constructed from the given histogram plots and these are shown in
Fig. 20. ROC analysis has its origin in statistical decision theory developed during World War II
for the analysis of radar images (Green and Swets 1966). The ROC curves show the fraction of
true identified clutter versus the fraction of weather incorrectly identified as clutter as a function
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of the metric. Specifically, a point on the CPA or PR0.5 ROC curves is defined here as
(x, y) = (P(α > thres| Weather), P(α > thres| Clutter))

(12)

based on given sample populations where α is either CPA or PR0.5 , “thres” is a value of the
metric and P is probability. The inequalities reverse for MVAR since MVAR is low for clutter
and high for weather in contrast to CPA and PR0.5 . We would like to positively identify as much
of the clutter population as possibly (“true positives”) while not identifying weather as clutter
(“false positives”). This means that the closer a ROC curve is to the (0,1) point on the ROC
graph (upper left hand point), the better the discrimination between clutter and weather data. At
the (0,1) point all clutter data are positively identified while no weather data is falsely identified
as clutter. For reference, the solid horizontal lines of Fig. 20 mark the location of the lower and
upper break-point values for the CPA fuzzy logic membership function (see Part II of this paper
for the CPA membership function). Normally both axes on a ROC curve go from 0 to 1, but we
have zoomed into the area of interest for easy of comparison. Since the CPA ROC curve lies
above the MVAR and PR0.5 ROC curves, this then shows that CPA is a better discriminator of
clutter and weather than MVAR or PR0.5 for the data sets used.

6. Summary and Conclusions
The identification of ground clutter echoes from the radar received time-series (in-phase and
quadrature-phase samples) was discussed. The spectrum width of ground clutter echoes is typically much narrower than the spectrum width of weather echoes but spectrum width has not been
a robust discriminator of weather and clutter echoes because of the large variance associated with
spectrum width estimators. A new clutter identification parameter, CPA (Clutter Phase Alignment) was introduced and examined theoretically. It was shown that CPA is affected by both
spectrum width and mean velocity but is a more robust indicator of clutter than a combination of
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both. CPA is a good identifier of clutter echoes since it is a metric of the primary characteristic
of ground clutter echo from stationary targets: low variance of backscatter phase over typical
weather radar measurement times and resolutions (1◦ subtended scan angle for a 1◦ antenna
beamwidth and about 64 ms dwell time). It was observed that for shorter subtended scan angles,
the CPA values increased. This indicates that the convolution of the radar antenna pattern with
the ground clutter targets over the resolution volume is chiefly responsible for the decorrelation
of the time-series and the broadening of the spectrum. In contrast, the spectrum width of weather
echoes is more a function of the relative velocities of the precipitation particles. Based on this
observation, a Monte Carlo clutter echo simulator was introduced that models ground clutter
with discrete scattering centers uniformly distributed over the scanned resolution volume in one
dimension. Simulations using a new clutter model/simulator, Ricean Clutter Model (RiM), better predicted the observed experimental clutter echo statistics when compared with data from a
weather simulation model. CPA statistics from the RiM time-series simulator matched the CPA
statistics from experimental observed data well.
Movement of clutter targets (e.g., swaying trees) was incorporated into a Modulated Ricean
Clutter Model (MRM) by allowing the magnitude and phase of the scattering centers to vary.
The resulting CPA values remained high enough so that CPA continued to be an effective discriminator of clutter and weather. This indicates why we have found CPA to be a particularly
effective and robust ground clutter identification parameter.
The general observations of this paper are:

1. CPA is a function of both mean velocity and spectrum width but is a more robust clutter
identification parameter
2. Since CPA is a vector sum of the time-series, it can be calculated directly from non equispaced time-series samples.
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3. The Gaussian-statistics weather model does not predict the statistics of observed clutter as
well as the Ricean-based clutter model (termed the RiM).
4. The observed clutter echoes are not modeled well by summing over an ensemble of
Rayleigh distributed (in amplitude) scattering centers (i.e., the Rayleigh Clutter Model
(RaM).
5. The KFTG and S-Pol experimentally observed clutter echoes are modeled well using the
Ricean Model which indicates that ground clutter echo is usually characterized by a dominant scatterer. Ground clutter characteristics from other geographical areas could differ.
6. The Modulated Ricean Model (MRM) simulations indicate that ground clutter targets can
move considerably (with a velocity standard deviation of about 12 m s−1 on a sample-tosample measurement basis) and CPA remains high. Thus, CPA continues to be an effective
discriminator of ground clutter versus precipitation.
In Part II of these papers, the CPA parameter is used as a feature field in a fuzzy logic
algorithm, termed CMD (Clutter Mitigation Decision), for real time ground clutter echo identification.
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APPENDIX
A. A Comparison of CPA and a Spectrum Power Ratio
The inequality we hypothesize is

CP A ≥

q

(P R).

(A.1)

First, let xi be a time-series sequence and let Xm be the DFT of xi . Parseval’s relationship
for the DFT states
X

|xi |2 =

i

1 X
|Xm |2 .
N m

(A.2)

Equation (A.1) can be expressed as
|
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i=1 xi |
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(A.3)

|Xm |2

The right hand side is rewritten in terms of xi as (using Parseval)
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(A.4)

The numerators are equal and the inequality can be rewritten as
"N
X

#

|xi | ≤

v
u
N
u X
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|x |2

(A.5)

i
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Dividing both sides by N gives
hP

N
i=1

N

i

|xi |

sP

≤

N
i=1

|xi |2
N

(A.6)

This simply states that the root mean square average is greater than the arithmetic mean, a well
known result. Thus we have proven the inequality of Eq. (8).
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Abstract
The identification and mitigation of anomalous propagation (AP) and normal propagation (NP)
ground clutter is an ongoing problem in radar meteorology. Scatter from ground clutter targets
routinely contaminates radar data and masks weather returns causing poor data quality. The
problem is typically mitigated by applying a clutter filter to all radar data but this also biases
weather data at near zero velocity. Modern radar processors make possible the real time identification and filtering of AP clutter. A fuzzy logic algorithm is used to distinguish between clutter
echoes and precipitation echoes and subsequently a clutter filter is applied to those radar resolution volumes where clutter is present. In this way, zero velocity weather echoes are preserved
while clutter echoes are mitigated. Since the radar moments are recalculated from clutter filtered
echoes, the underlying weather echo signatures are revealed thereby significantly increasing
the visibility of weather echo. This paper describes the fuzzy logic algorithm, CMD (Clutter
Mitigation Decision), for clutter echo identification. A new feature field, CPA (Clutter Phase
Alignment), is introduced and described. A detailed discussion of CPA is given in Part I of this
paper. The CMD algorithm is illustrated with experimental data from the Denver NEXRAD,
KFTG, and S-Pol, NCAR’s (National Center for Atmospheric Research) S-band polarimetric
radar.
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1. Introduction
Mitigation of ground clutter is a long standing problem in radar meteorology. Scatter from
ground clutter targets contaminate radar returns, mask the desired weather echoes and thus obscure meteorological information from weather forecasters and other users. Ground clutter is
usually categorized as either normal propagation (NP) clutter or anomalous propagation (AP)
clutter. The former occurs under “normal” atmospheric propagation conditions while the latter occurs when the atmospheric conditions are such that the radar-transmitted electromagnetic
waves are abnormally bent toward the ground due to the vertical gradient of the refractive index,
n. Mathematically, the propagation of electromagnetic waves is broken down into four regimes
depending on the rate of change of the refractivity with height, dN/dh,
sub-refraction
dN/dh > 0 m−1
normal refraction 0> dN/dh > −0.0787 m−1
super-refraction
−0.0787 > dN/dh > −0.157 m−1
ducting
dN/dh < −0.157 m−1
where N is refractivity. The governing equation is
(n − 1)106 = N =

77.6p (3.73) 105 e
+
T
T2

(1)

where p is the barometric pressure in millibars, e is the partial pressure of water vapor in millibars
and T is the temperature in Kelvin (Gossard 1977; Skolnik 2001). One typical meteorological
condition where AP clutter echoes occur is at the outflows of convective storms where the resulting cold pools of air set up conditions favorable for anomalous radar wave propagation. For
a discussion of atmospheric conditions and wave refraction, see Battan (1973) and Steiner and
Smith (2002). Both NP and AP clutter have very similar radar signatures and both contaminate
weather radar echoes. AP clutter is more problematic since its presence depends on the atmospheric conditions which are constantly evolving (Pamment and Conway 1998). If ground clutter
echoes are mistaken for precipitation echoes, rainfall is overestimated and velocity estimates are
3

biased. If clutter filters are mistakenly applied to weather echoes, rainfall is underestimated and
again velocities are biased. Both scenarios pose serious problems for forecasters and end-users
of radar data.
There are several ways to categorize efforts to mitigate clutter. For operational radar applications there have been three levels of mitigation: 1) radar design and physical placement 2)
clutter filtering, and 3) post processing of the integrated radar moments and products for clutter
censoring.
By selectively placing the radar, the amount of clutter seen by the radar can be reduced and
the relative strength of the clutter echoes can be reduced by choosing shorter wavelengths (Smith
1972; Mann et al. 1986). Such radar location and wavelength choices can help reduce clutter
but by no means solve the problem and such choices are constrained by other design and radar
placement considerations.
The second option typically consists of applying a clutter filter to all collected data so that
zero and near-zero velocity weather data is lost. The clutter filter can be applied in the time domain (Mann et al. 1986; Michelson and Andersson 1995; Pratte et al. 1995) or in the frequency
domain (Passarelli et al. 1981; Schmid et al. 1991; Torres and Zrnić 1999). Recently, adaptive,
frequency-domain filters have been introduced that not only have adjustable stopbands, but also
can interpolate across the gap in the signal’s spectrum caused by the clutter filter thereby compensating for weather echo that may have been filtered (Siggia and Passarelli 2004). However,
such interpolation schemes fail for narrow spectrum width, zero velocity weather echoes; i.e.,
for such signals the majority of the weather echo is eliminated leaving little information with
which the interpolation algorithm can reconstruct the weather spectrum. Thus, using a clutter
filter on all data very effectively mitigates the clutter echoes (typical clutter to signal rejection
ratios are about 50 dB, Heiss et al.1990); however, weather echoes near zero velocity can also
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be eliminated even with the new adaptive, spectral-based clutter filters. One way to address this
problem is to create a priori NP clutter maps that control where clutter filters should be applied.
This works fairly well for NP clutter but obviously misses AP clutter. Additionally, the strength
of the NP clutter can also be a function of the prevailing refractivity gradient. Ideally one would
like to selectively apply a clutter filter to those places where both AP and NP ground clutter are
present and not apply a filter to weather echoes. This is the focus of this paper.
The third option of post processing of radar product data encompasses the majority of the
AP clutter mitigation research that has occurred since the 1970’s. The goal has been to identify
clutter contaminated radar data and then censor it. Clutter filtering was not possible since the
base in-phase and quadrature-phase (I and Q data or time-series data) was discarded due to
lack of communication bandwidth, computer computation speed and storage space. Clutter is
characterized by high power variability in range and azimuth, limited vertical extent, zero mean
velocity and narrow spectrum width (Sekhon and Atlas 1972; Johnson et al. 1975; Sirmans and
Dooley 1980; Moskowicz et al. 1994; Pratte et al. 1993; Joss and Wessels 1990; Joss and Lee
1993; Lee et al. 1995) and researchers have used these characteristics with various techniques
to identify clutter. Schaffner (1972, 1975) recognized the possibility of computer-automated
recognition of precipitation and clutter radar echoes. He describes two clutter identification
metrics that utilize the pulse-to-pulse power fluctuations. One algorithm measures the difference
from peak-to-mean-power differences (PM) over an integration period (referred to as a radar bin
or gate) and the second measures the mean value of the power difference from pulse-to-pulse
(DM, and we refer to this metric as MVAR in Part I of this paper). These algorithms were tested
by Schaffner (1975) and Geotis and Silver (1976) and it was found that for scanning radar, the
DM method produced superior results. Distinguishing between clutter and precipitation based
on the pulse-to-pulse characteristics of radar samples has been discussed by Johnson et al. 1975,
Aoyagi (1978), Sirmans and Dooley (1980), Passarelli (1981), Tatehire and Shimizu (1980), Joss
5

and Wessels (1990). The general idea is that echoes from ground clutter have narrower spectrum
widths than precipitation echoes and therefore are correlated in time longer than precipitation
echoes. As a result, the pulse-to-pulse power samples of ground clutter for a resolution volume
will exhibit less variance than those of precipitation. For a more complete discussion of this
topic, see Part I of this paper.
Most automated clutter recognition techniques, however, use the integrated radar moments
and their spatial texture rather than pulse-to-pulse variability. A Neural Network approach was
examined by Cornelius and Gagnon (1993) and Pratte et al. (1996 and 1997). It uses the features of spatial reflectivity texture, mean velocity, mean spectrum width and standard deviation
of velocity over a two-dimensional kernel three beams wide by 2 km in range. In Pratte et al.
(1996), three clutter recognition algorithms were tested and compared: 1) empirical, 2) Neural
Network (NN) and 3) fuzzy logic (Kosko 1992). Of the three, the NN approach yielded the best
results but it was noted that it was computationally complex. Grecu and Krajewski (2000) used a
more sophisticated volumetric NN approach that used nine input features, however, the authors
state that it is not an operational technique. Another more sophisticated NN technique has recently been reported by Lakshmanan et al. (2007) that differentiates between non-precipitation
and precipitation echoes and thus also has the capability to identify biological scatter and other
non-precipitation scatter in addition to ground clutter. The algorithm uses 28 input features some
of which characterize the vertical extent of the echoes. In order to minimize the delay time for
the algorithm execution and data classification, data from previous volume scans are used to
calculate the features dependent on the vertical profile.
The fuzzy logic algorithm in Pratte et al. (1996), which performed nearly as well as the NN
approach, was deemed a more practical approach to automated operational clutter recognition.
The fuzzy logic technique was further developed by Kessinger et al. (2003) and the algorithm,
termed the Radar Echo Classifier (REC) was deployed on the National Weather Service’s WSR6

88Ds in 2003. More recently, Cho et al. (2007) also use a fuzzy logic approach similar to
Kessinger et al. (2003) however they optimize the membership functions through statistical
analyses. Berenguer et al. (2006) also report on a three dimensional fuzzy logic algorithm that
uses the features of echo top, vertical reflectivity gradient, spin change, reflectivity texture and a
clutter frequency map.
Another approach to clutter mitigation is parametric time domain estimation of spectral moments (Nguyen et al. 2008). Simultaneous estimation of the both the clutter and weather signal
properties allowed for accurate retrievals of weather moments for high clutter-to-signal ratios.
Such methods are, however, computationally expensive and are not practical for real time execution at this point in time.
It is also useful to categorize clutter mitigation techniques is by the number of spatial dimensions required by the algorithm. The benefit of using fewer spatial dimensions for the algorithm
is simplification in calculation and implementation. This is an important consideration in the
development of an operational, real time clutter mitigation algorithm. There are four categories:
1) three-dimensional volumetric algorithms (e.g., Moszkowicz et al. 1994; Steiner and Smith
2002; Grecu and Krajewski 2002; Berenguer et al. 2006), 2) two-dimensional, in azimuth and
range algorithms (e.g., Pratte et al. 1993, 1995; Kessinger et al. 2003), 3) one dimensional in
range algorithms (e.g., Hubbert et al. 2007; Dixon et al. 2007) and 4) point, a single radar gate
algorithms (e.g., Geotis and Silver 1976 ; Schaffner 1975; Zrnić and Melnikov 2007). In order
to create an operational algorithm, it is advantageous to keep the algorithm as simple as possible while still obtaining acceptable performance. If a three-dimensional scheme is used, there
can be a relatively long delay incurred until the clutter identification algorithm is executed. For
example, NEXRAD volume scan strategies typically require about five minutes. Additionally, a
volume of time-series would need to buffered for the subsequent clutter filtering.
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Recent advances in radar processor technology provide the computational capability to calculate and process the spectra of the time series in real time. Cornman et al. (1998) and Morse
et al. (2002) calculate the spectra of each time series along a radar radial and then construct a
spectral image by concatenating the spectra in range, i.e., Doppler spectra as a function of range
are constructed. Their method uses mathematical analysis, fuzzy logic synthesis, and global image processing algorithms to identify atmospheric signals in the presence of not only clutter but
also other contaminants such as aircraft, biological targets and radio interference. The technique
exploits the continuity of weather echoes in range. Once the meteorological echoes are identified, the radar moments are calculated from the Doppler spectra by integrating over the part of
the spectra that contain weather echo. The technique has been applied to profilers where long
integration times (i.e., long dwell times) are the norm.
Newer clutter identification schemes have taken advantage of dual polarization parameters.
For the same reason that clutter exhibits large spatial variability of reflectivity, differential reflectivity (Zdr ) also is more variable spatially in clutter than in precipitation (Hall et al. 1984; Giuli
et al.1991; Straka et al. 2000). Copolar differential phase (φdp ) also exhibits large spatial variability in clutter and the copolar correlation coefficient (ρhv ) is typically low in clutter (Ryzhkov
and Zrnić 1998; Zrnić et al. 2006), however, the two quantities, ρhv and the variability of φdp , are
not independent. When ρhv is low (< 0.7), the standard deviation of φdp also increases (> 12◦ )
(Hubbert et al. 1993). Zrnić et al. (2006) show that histograms of ρhv in clutter completely
overlap histograms of ρhv in precipitation and thus ρhv by itself is not a robust indicator of clutter. Gourley et al. (2007) investigated an observation-based approached to derive fuzzy logic
membership functions and objective weights for the feature fields of the spatial texture of Zdr
φdp . They also included ρhv and the pulse-to-pulse variability of reflectivity in their fuzzy logic
algorithm.
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Faster processors also have the capability to first identify ground clutter contaminated data
and then subsequently filter the data to mitigate ground clutter echo in real time, which is the
focus of this paper. To accomplish this, time series data must be stored in a memory buffer
while the clutter identification algorithm is being executed and then recalled after the clutteraffected gates are identified. There are two aspects to consider: 1) the identification of those
radar data that contain significant ground clutter signal and 2) the filtering of those data. The
clutter identification technique presented here uses a combination of a pulse-to-pulse variability
metric and two measures of the spatial variability of reflectivity along a radar radial as inputs to
a fuzzy logic recognition algorithm termed the Clutter Mitigation Decision algorithm (CMD). It
is designed to run in real-time on operational radars.
Since zero velocity weather with narrow spectrum width has spectra very similar to ground
clutter, it is difficult to distinguish between the two based solely on the data from one gate. Thus,
the spatial texture of reflectivity is used to help distinguish them. After the clutter contaminated
gates are identified, a clutter filter is applied to that gate. We use a spectral domain clutter filter
similar to the one reported in Siggia and Passarelli (2004). After filtering, the radar moments
are recalculated using the filtered data thereby revealing any weather echo that was obscured by
clutter echo. The CMD algorithm effectively identifies and separates clutter from zero velocity,
narrow spectrum width weather echo using single polarization data and the algorithm is kept as
simple as possible for practical, operational, real time execution.
A new parameter, Clutter Phase Alignment (CPA), which is a measure of pulse-to-pulse
phase variability of the time series for a radar gate, is introduced and is shown to have excellent
clutter discrimination capability. In Part I of this paper, CPA is treated in detail.
Two spectral-based parameters for the identification of clutter are also discussed. While
these potential feature fields have not been included in the algorithm reported here, they could
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be used in the future for enhanced recognition capability, especially in areas of low CSR (clutterto-signal ratio).
The paper is organized as follows: Section 1 gives a general overview of the clutter mitigation
problem and previous research. Section 2 describes the fuzzy logic algorithm CMD for both
single polarization and dual polarization data. Section 3 gives experimental results using data
from the Denver NEXRAD, KFTG and Section 4 summarizes the results of this paper.

2. Clutter Mitigation Decision Algorithm
The Clutter Mitigation Decision (CMD) algorithm uses a fuzzy logic approach to combine the
information from “feature fields” into a single decision making field. The feature fields CMD
uses for the single polarization case are : (a) texture of reflectivity, (b) SPIN (Steiner and Smith
2002) of reflectivity and (c) CPA with the addition of (d) texture of differential reflectivity and
(e) texture of copolar differential phase for the dual polarization case. The feature fields are
transformed to interest values between 0 and 1 using membership functions. The interest values
are then combined using decision rules and weights. The final result is normalized to the range
0 to 1 and then a threshold is applied as the clutter classification boundary. The feature fields are
calculated from a number of consecutive gates along a radar radial. The series of consecutive
gates used is referred to as the “kernel”.

a. Single polarization feature fields

The texture of the reflectivity (TDBZ) is computed as the mean of the squared reflectivity difference between adjacent gates,

TDBZ =


L X
M
X

(dBZi,j
j



− dBZi−1,j )2  /N

i
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(2)

where dBZ is the reflectivity, L is the number of radar beams or rays used, M is the number
gates used and N = L ∗ M . For CMD, L is always equal to one, i.e., only data along a single
radar radial are used to calculate TDBZ (and SPIN), which eliminates the need to buffer adjacent
beam information into memory and significantly reduces the algorithm complexity over the use
of 2-D computations. Also, using a single radar radial eliminates the implementation problem
when changing elevation angles. The TDBZ feature field is computed at each gate along the
radial with the computation centered on the gate of interest.
The SPIN feature field is a measure of how often the reflectivity gradient changes sign along
a direction in space (in this case the radar radial). For example, if Xi−1 , Xi , and Xi+1 represents 3
consecutive dBZ values along a radar radial, in order for a SPIN change to occur, two conditions
must be met: 1)

sign{Xi − Xi−1 } = -sign{Xi+1 − Xi }.

(3)

and 2)
|Xi − Xi−1 | + |Xi+1 − Xi |
> spin thres
2

(4)

where spin thres is a reflectivity threshold typically set to 5 dBZ. Thus, if both conditions, Eq. (3)
and (4), are met, the SPIN variable increments by 1. Finally, SPIN is converted to a percentage
by dividing the SPIN number by the number of gates in the kernel and then multiplied by 100.
CPA is a measure of temporal phase fluctuations of echoes over typical data collection times
for a single radar resolution volume. CPA is defined as the magnitude of the vector sum of the
individual time series members, xi , divided by the sum of the magnitudes of the xi :
CPA =

N
X
i=1

xi /

"N
X

#

|xi | .

(5)

i=1
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Thus, CPA ranges from 0 to 1 with 1 indicating a very high probability of clutter. Intuitively,
CPA is a good indicator of clutter since by definition it is a metric of the primary characteristic
of a stationary ground clutter target, i.e., low variability of backscatter phase. Note that if the
phase of the xi is a constant, CPA will be one regardless of the behavior of the magnitude of
the xi . If the target is not completely stationary over the measurement period, the mean velocity
may differ from 0 m s−1 and/or the spectrum width of the radar return signal may increase, both
of which will decrease CPA to below 1. For the very large majority of radar clutter returns
examined here (about 77%) CPA is greater than 0.90 whereas CPA is less than 0.5 for noise
and weather echo with mean velocity magnitude greater than 3 ms−1 (see Fig. 6 of Part I of
this paper). For a complete description and analysis of CPA, see Part I. As shown in Part I in
the cumulative histograms of CPA for clutter (both experimental and simulated), CPA can be
relatively low, though infrequently, and thus some points may be mis-classified as precipitation.
Such points are nearly always identified as precipitation by SPIN and TDBZ. Also, CPA can
be high for zero velocity narrow spectrum width weather. However, the few times where CMD
does miss-classify echoes can cause image speckle. In order to alleviate this, a 5 point median
filter is used on CPA in range. It was found that doing this effectively mitigates speckle while
no appreciable deleterious effects were observed.

1) Fuzzy logic algorithm The single polarization feature fields, TDBZ, SPIN and CPA, are
converted to so-called interest fields using the fuzzy logic membership functions. The membership functions used in CMD are shown in Fig. 1. The interest fields vary from 0 to 1 with 1
indicating the strongest clutter likelihood for the given variable. To reduce image speckle caused
by high CPA values in the zero velocity isodop, a 5 point median is used in range on CPA. The
TDBZ and SPIN interest field are then combined with a fuzzy “or” rule: the maximum interest
value of TDBZ and SPIN is selected. The two remaining interest fields, MAX(TDBZ,SPIN) and
12

CPA are multiplied by a-priori weights of 1.0 and 1.01 respectively and normalized by the sum
of the weights. The weighted sum of interest values yields a probability of clutter between 0 and
1. Finally, gates with values greater than 0.5 probability are classified as clutter.
The chosen weight of 1.01 for CPA can be justified as follows. It sometimes occurs that
MAX(TDBZ,SPIN) is zero while the CPA interest is one for clutter contaminated data. If both
interest fields have weights of one, the normalized weighted sum (or probability) would be 0.5,
and therefore the point would be classified as not clutter. By giving CPA a weight of 1.01, such
data are correctly classified as clutter. Case studies have shown this to improve the performance
of the CMD algorithm by removing isolated “speckles” of misclassification.
The general steps of the CMD algorithm are as follows:

1. Check if SNR > 3 dB, otherwise no filtering is applied at this gate.
2. Compute feature fields: TDBZ, SPIN and CPA. TDBZ is computed over 9 consecutive
radar gates while SPIN is computed over 11 gates.
3. Apply a 5 point median filter to CPA.
4. Apply membership functions to convert feature fields to interest values.
5. Combine TDBZ and SPIN interest fields using fuzzy or rule (maximum interest).
6. Compute normalized weighted sum of interest values (CMD field).
7. Threshold CMD at 0.5 to produce CMD clutter flag.
8. Apply clutter filter where CMD flag is set.
9. Recalculate the radar moments for the clutter-filtered gates
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b. Dual polarization fuzzy logic

The above clutter mitigation algorithm is designed for use with single polarization data; however,
provision is also made for the inclusion of dual polarization parameters. The dual polarization
inputs can be either “activated” or “deactivated” depending on the type of data processed. It was
found that the spatial texture of copolar differential reflectivity (Zdr ), σzdr , and spatial texture
of copolar differential phase (φdp ), σφdp are excellent discriminators of clutter from weather
(Gourley et al. 2007). Spatial texture is calculated as the standard deviation of the field along
the radar radial. The σzdr is calculated in dB space. In our tests we found that kernels of 7 to 11
gates of data along a radial produced good discrimination between weather and clutter echoes,
depending on the parameter. It was also found that the copolar correlation coefficient, ρhv , was
not as good a discriminator as either σzdr or σφdp and therefore is not included in the fuzzy
logic algorithm. The parameters used in the dual polarization CMD algorithm are summarized
in Table 1 while the membership functions and the weights are summarized in Table 2. The
membership functions for σzdr and σφdp are given in Fig. 2. These weights and membership
functions were determined heuristically from experimental data. Also, for the dual polarization
CMD algorithm, a median filter is not used on CPA since the dual polarization feature fields
add sufficient classification skill to CMD to mitigate the possibility of CMD identifying zerovelocity, narrow spectrum width precipitation as clutter.

3. Experimental Data
a. Single polarization data

During the summer and fall of 2006 a radar time series recorder was installed at the NWS (National Weather Service) Denver NEXRAD, KFTG, for the field experiment REFRACTT (Refractivity Experiment For H2 O Research And Collaborative Operational Technology Transfer;
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Roberts et al. 2007) and these time series were used to develop and test CMD. Importantly for
our data analysis, the the CMD processed moments can be compared directly to the KFTG moment data that are archived at the NCDC (National Climatic Data Center). For the KFTG data
set analyzed here, the comparable NCDC archived data were processed with the GMAP spectral
clutter filter applied to all the data as specified by the NWS radar operators. As will be seen,
large regions of zero velocity weather data that were effectively eliminated in the NEXRAD
operational data by the GMAP clutter filter are preserved through use of the CMD algorithm.
To mitigate the range-velocity ambiguity problem, the NEXRAD radars scan the lower elevation angles twice: once using a long PRT (about 3.1 ms) so that the unambiguous range is
460 km but the unambiguous velocity is about 8 ms−1 and once using a much shorter PRT (about
1 ms) to obtain velocity estimates with an unambiguous velocity of about ±25ms−1 but with an
unambiguous range of about 150 km. Velocity estimates obtained from the short PRT scan with
overlaid echoes regions are censored using information from the long PRT scan. The following
NEXRAD data consists of both long and short PRT scans. We first illustrate CPA using a KFTG
clear air scan and then with a wide-spread, up-slope, rain-mixed-with-snow KFTG data case.
The second case has zero-velocity precipitation embedded in the Rocky Mountains and thus is a
good test of CMD performance.

1) Clear air case First we demonstrate the ability of CPA to identify clutter via a KFTG clear
air reflectivity PPI scan, gathered on 13 October at 0.5◦ elevation at 21:26 UTC, shown in Fig. 3a.
The feature field CPA, that corresponds to Fig. 3a, is shown in Fig. 3b. A large fraction of the
clutter points have CPA values greater than 0.9. Note the ability of CPA to identify some of
the ground clutter features that have low CNR and are not obvious in the clear air reflectivity
of Fig. 3a. A few features are worth noting. Along the 90◦ radial (zero degrees is North) there
exists a line of elevated CPA values. This line is routinely seen in KFTG data and is due to
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multiple scatter from the Centennial Airport control tower. Along the 20◦ radial at about 90 km
there is a small area of CPA>0.9 which is not noticeable in Fig. 3a. Similarly, there are some
elevated radial lines of CPA at about 165◦ . Also discernible in this region is a faint fine line,
likely due to a convergence boundary, from about 190◦ , 60km to 170◦ , 90km. This fine line is
not identified as clutter by CPA.

1) Single polarization case In the next case, 0.5◦ elevation angle PPI data were gathered
by KFTG on 26 October 2006 at 12:02 UTC in a wide-spread snow storm along the Eastern
Foothills of the Rocky Mountains in Colorado. The time series data were gathered and the CMD
algorithm was run during post processing. (Note, however, that CMD is designed to run in real
time and does so on S-Pol, NCAR’s dual polarimetric S-band radar.) Fig. 4a and b show unfiltered reflectivity and velocity, respectively, from the long PRT scan. The x- and y-axes span
250 km and the range rings are in 25 km increments. The Rocky Mountains are easily seen in
the west portion of the PPIs. Peak reflectivities are about 40 dBZ in the storm (wet snow) while
the reflectivity due to the mountain clutter is in excess of 65 dBZ. The velocity plot shows a
clear 0 m s−1 isodop through the center of the plot (in gray). The reflectivity plot shows areas
marked by black lines that indicate the location of the zero velocity isodop. The velocity field
shows areas, indicated by ovals, where the velocity has folded back to 0 ms−1 (again in gray).
This is confirmed by the short PRT velocity (Nyquist velocity is about 25 ms−1 ) which is shown
in Fig. 4c. The power in these areas will be severely attenuated if a clutter filter is applied. It is
these 0 velocity weather areas that the CMD should not identify as clutter. (Refer to Fig. 3a for
the clear air reflectivity which shows the location of ground clutter, i.e., it is a clutter map for
the region displayed in Figs. 4a and b.) Figure 4d shows the NCDC recorded long PRT reflectivity that was processed using a clutter filter everywhere as is frequently the case in NEXRAD
processing. These are the data that were viewed and used by NWS forecasters, automated algo16

rithms and outside users. Note the reflectivity that has been eliminated, not only along the zero
velocity isodop, but also in the areas where non-zero velocity echoes have been aliased to zero
velocity as indicated in Fig. 4c. This data set demonstrates the problem of applying a clutter
filter everywhere, even if it is an advanced, adaptive spectral filter.
The feature fields of TDBZ, SPIN and CPA are calculated from KFTG time series and are
shown in Fig. 5a, b and c, respectively. The feature fields can be compared to the clear air
reflectivity of Fig. 3a that shows the location of ground clutter. The membership function for
TDBZ gives an interest of one when TDBZ> 40 dBZ2 and from Fig. 5a, values of TDBZ>
40dBZ2 identify the clear air clutter regions well. Similarly when the SPIN feature field is greater
than 30, its interest value is 1 and these values of SPIN correspond well to the clutter region of
Fig. 3a. The corresponding feature field CPA is shown in Fig. 5c and should be compared to the
clear air CPA field in Fig. 3b. Some of the previously identified clutter areas now have very low
CPA values since the clutter echoes are dominated by overlaying precipitation echo. However,
most of the very strong ground clutter targets remain, such as those from the Rocky Mountains.
Note the elevated CPA values along the zero velocity isodop which was indicated in Fig. 4c. The
CPA is higher in this region since 1) there is zero velocity narrow spectrum width precipitation
and 2) some of this area does contain ground clutter echo as is seen from Fig. 3a and b. Many of
the CPA values are less than 0.8 which is more indicative of precipitation. There are also some
pixels with CPA > 0.9 that are in fact precipitation so that the other feature fields of TDBZ and
SPIN are needed to properly classify such areas. Many of the radar gates in this area contain
both clutter and precipitation echo. The goal is to detect clutter contamination down to a CSR
of -10 dB, which is a difficult task. Spectral based power ratios could help meet this goal (see
Appendix A for additional details).
After the feature fields are constructed, CMD is then used to create the clutter map shown
in Fig. 5d with yellow marking the regions to be filtered. This can be compared to the clear air
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reflectivity shown in Fig. 3a. The frequency-domain GMAP clutter filter is applied to the data at
those gates specified in Fig. 5d. The resulting reflectivity PPI is shown in Fig. 5e and should be
compared to Figs. 4a and d. As can be seen, filtering based on CMD has effectively eliminated
most of the ground clutter that is evident in Fig. 4a. Next compare Fig. 5e to Fig. 4d where a
clutter filter was applied everywhere. Note the severe attenuation due to the clutter filter along
the zero velocity isodop and in the two regions of velocity folded zero velocity isodop. By using
CMD, the majority of the weather echo is preserved. The CMD filtered reflectivity demonstrates
the significant improvement in data quality when compared to the NCDC archive data of Fig. 4d.

1) Evaluation To evaluate the performance of the CMD algorithm, the fraction of range gates,
which CMD identifies for filtering, is calculated as a function of CSR (clutter-to-signal ratio).
The lower the CSR the less likely the radar gate will be identified as clutter. Gates where the
SNR is less than 10 dB are excluded. First, GMAP is applied to all the data of Figs. 4a. The
clutter power for all gates is estimated by the amount of power removed by applying GMAP.
The remaining power is considered to be weather power. Thus, it is assumed that power at zero
velocity is due to clutter which is, of course, not always true; however, such analysis should
indicate the approximate level of clutter power detected by CMD. To reduce this potential error,
gates with near zero velocity weather (i.e., |vel| ≤ 2ms−1 ) are excluded from the analysis since
zero and near zero velocity weather power could be classified as clutter power and this would
bias the CSR estimate. The results are shown in Fig. 6. The solid line line indicates the fraction
of gates that are identified by CMD for filtering where as the dashed line indicates the fraction
of gates that are not identified. These are complementary curves: one minus the solid line value
gives the dashed line value. As can be seen, the crossover point is located at about -8 dB CSR,
that is, about 50% of the gates with with CSR= -8 dB are identified by CMD for filtering. To
detect clutter that is 8 dB below the weather signal is quite good since it would seem that the
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weather signal would dominate the feature fields. To explain this level of clutter identification
performance, consider the mechanics of CMD and the spatial texture of clutter power. CMD
operates over a kernel of 7 to 11 gates. Over this interval, the clutter reflectivity is usually
highly variable with possible gate-to-gate reflectivity differences of 10 to 15 dBZ or more. Gates
with lower clutter power can have low CSR (CSR< 0 dB), if there is weather present at the
appropriate reflectivity level. The surrounding gates, however, can have much higher clutter
power (i.e., CSR> 0 dB). Since CMD uses feature fields based on spatial texture for clutter
identification, these gates with lower CSR are identified as being clutter contaminated.
Making the 50% crossover CSR value low is important in order to minimize biases caused
by the clutter signal (e.g., see Chapter 13 of the Federal Meteorological Handbook No. 11,
Part B, http://www.ofcm.gov/fmh11/fmh11B.htm). According to this reference, a CSR of about
-10 dB would keep velocity errors to within 1 m s−1 for a Nyquist velocity of 25 m s−1 . The
CMD performance, as indicated by Fig. 6 is excellent, especially when considered against the
alternative of applying a clutter filter everywhere.

b. Dual polarization case

The following data were gathered by S-Pol on 24 April 2007 at 21:18 UTC in Eastern Colorado
along the Front Range. S-Pol was located at the NCAR Marshall field site in Marshall CO which
is only a few kilometers away from the foothills of the Rocky Mountains. The dual polarization
data is collected in fast alternating transmit H and V mode (Bringi and Chandrasekar 2001),
the PRT is 0.001 s, the unambiguous range is 150 km and the unambiguous velocity (Nyquist
velocity) is 26.7 m s−1 . Figure 7a shows unfiltered reflectivity PPI data gathered at 0.5◦ elevation.
There was wide-spread rain containing embedded higher reflectivity cells (45 to 50 dBZ). The
Rocky Mountains are clearly seen west of the radar while several other significant clutter features

19

are seen to the east of the radar. This eastern clutter is entirely embedded in the weather and is
difficult to see in the reflectivity data of Fig. 7a. Fig. 7b shows the corresponding unfiltered
velocity. The zero-velocity isodop runs nearly east-west through the radar location and then
veers south at about 60 km in range. Zero m s−1 ground clutter echo from the Rocky Mountains
is clearly seen west of the radar marked in gray color scale. For reference, Fig. 7c is a clear air
reflectivity PPI scan at 0.5◦ elevation which shows the locations of the clutter.
The dual polarization feature fields of σzdr and σφdp and CPA are shown in Fig. 8a, b and
c, respectively. Since TBBZ and SPIN were demonstrated in the single polarization case, they
are not given here for brevity. The membership functions for these feature fields transition to
interest values of one at 2.4 dB, 15◦ and 0.9 for σzdr , σφdp and CPA, respectively. For each feature
field, values greater than these three transition numbers mark areas where clutter is very likely
present. Compare these areas to the clear air reflectivity data of Fig. 7c. Regions of high clear
air reflectivity correspond well to the regions of the feature fields with an interest value of one.
Next, the feature fields are combined using the CMD fuzzy logic algorithm and the CMD
flag field of Fig. 7d is the result. Regions marked in yellow are to be filtered. Figure 9a shows
the reflectivity data of Fig. 7a but now a filter is applied to the regions identified by CMD in
Fig. 8d. The the clutter echo due to the Rocky Mountains is removed but most of the weather
located along the zero velocity isodop east of the radar is preserved. There are several reflectivity
“holes” (marked as black) in the zero velocity isodop located along the 90◦ azimuth radial at
about 30 to 40 km range. These are areas where the clutter echo dominated the weather echo
(in terms of the feature fields) and thus are flagged by CMD for filtering. This can be verified
by comparing the unfiltered reflectivity of Fig. 7a to the clear air reflectivity in Fig. 7c and by
examining the feature fields. Since the weather echo mean velocity in these areas is about zero,
the weather is eliminated along with the clutter by the filter. Shown in Fig. 9c is the velocity
that accompanies the CMD filtered reflectivity data of Fig. 9a. As compared to the unfiltered
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velocity data in Fig. 7b, the CMD filtered velocity is much smoother. Many of the areas that
were contaminated by ground clutter (such as north of the radar between 25 km and 75 km) and
had biased velocities now have velocities that “match” the surrounding weather data velocities.
For comparison, the data given in Fig. 7a is filtered everywhere and the result is shown
in Fig. 9c. The clutter echo due to the Rocky Mountains has been removed but much of the
weather echo along the zero velocity isodop has also been severely attenuated. This is clearly an
undesirable result and again demonstrates the drawback of applying a clutter filter to all data.
Finally, examine the unfiltered and filtered-everywhere reflectivity plots (Figs. 7a and 9c)
between 160◦ and 180◦ azimuth and 40 km to 80 km in range. As can be seen, the filtered
reflectivity plot shows significant attenuation in this area even though it was not identified by
CMD for filtering. The velocities in this region are near the Nyquist velocity of -26.7 m s−1
(Fig. 7b) and thus at first glance it would seem that applying a clutter filter to this region should
have little effect. The Nyquist velocity is determined from the time difference between the H
and V pulses of 1 ms. However, the filter is applied to the H and V data separately and thus
when filtering, the Nyquist velocity is based on 2 ms rather that 1 ms. Thus, data with velocity
near the Nyquist velocity of -26.7 m s−1 is folded to near zero velocity when filtering. This is
the cause of the observed attenuation.

2) Evaluation As was done in the single polarization case above, the performance of the dual
polarization CMD algorithm is determined by calculating the fraction of range gates, which
CMD identifies for filtering, as a function of CSR. This is shown in Fig. 10 by the solid thick
line and the dashed thick line is the complimentary curve. Again, gates where |vel| ≤ 2m s−1 are
excluded since zero and near zero velocity weather power could be classified as clutter power
and this would bias the CSR estimate. Gates where |vel| > 24 m s−1 are also excluded since
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these velocities are folded to near zero velocity as explained above. The crossover point is at
about -12 dB CSR. For a CSR of -10 dB about 65% of the gates are identified for filtering. The
dual polarization data are also processed with the single polarization CMD algorithm and the
resulting performance curve is shown in Fig. 10 by the thin solid and dashed lines. The crossover
point is now at -10 dB CSR whereas as it was -8 dB in the previous, KFTG single polarization
case of Fig. 6. Such performance analysis is dependent on the particular data case examined.
Also, the performance of the CMD algorithm will be dependent on the radar characteristics. For
example, if the phase noise of the radar is abnormally high, the values of the feature fields will
change. The performance curves do indicate the approximate CSR level at which CMD can
identify clutter-contaminated data.

4. Summary and Conclusions
Both NP and AP ground clutter echoes routinely contaminate weather radar data obscuring the
desired weather echoes especially at low elevation angles. Previously, either clutter filters have
been applied everywhere or clutter echoes have been identified in post processing with the identified radar gates censored. This paper has presented a practical, operational, real-time fuzzy logic
algorithm that first identifies ground clutter-contaminated data and subsequently applies a clutter
filter only to those identified gates. The algorithm, CMD, effectively identifies ground clutter
and thus can provide a real-time clutter map on a radar beam-to-beam basis. The algorithm was
demonstrated with single polarization data from the NEXRAD KFTG and with dual polarization
data from NCAR’s S-Pol. For the single polarization case, the CMD-processed data was compared to the NCDC archived KFTG data which had been filtered everywhere. The improvement
in CMD processed data quality was obvious especially along the zero-velocity isodop where the
NCDC data showed severe signal attenuation.
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It should be noted that although CMD effectively identifies NP and AP clutter, there are
significant other non-weather echoes that affect radar data quality, such as biological scatterers,
dust, chaff, smoke, wind turbines and aircraft. CMD will not effectively identify such echoes.
A new clutter identification feature field, CPA (Clutter Phase Alignment) was introduced
and was examined theoretically in Part I of these papers. It was shown that CPA is affected
by both spectrum width and mean velocity but is a more robust indicator of clutter than either
one. An estimate of CMD performance was developed which showed that clutter was robustly
identified down to about 0 dB CSR while zero velocity weather echoes were not falsely identified. Importantly, CMD is a real time, operational algorithm. The WSR-88D Radar Operations
Center is incorporating the CMD algorithm in the next major release of the operational software,
scheduled for early 2009.
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APPENDIX
A. Detection of Clutter in low CSR
To keep the bias of velocity estimates to within 1 m s−1 for a Nyquist velocity of 25 m s−1 , clutter
should be detected down to about -10 dB CSR ( Federal Handbook).
Detecting clutter down to -10 dB CSR is very difficult using the feature fields of CPA, TDBZ
and SPIN since the weather echo will dominate. However detection of clutter at these low CSR
should be possible using power ratios obtained from the spectra. A good indicator of clutter is
the spectral parameter Clutter Ratio Narrow (CRN) defined as
|Xm |
m∈V2 |Xm |

P

CRN = Pm∈V1

(A.1)

where V1 and V2 define velocity regions

|V1 | < v1

(A.2)

v1 < |V2 | < v2

(A.3)

where v1 and v2 are positive and v1 < v2 . The index m in confined to values that correspond
to the velocity regions defined by Eq. A.2 and A.3. Depending on the Nyquist velocity and the
number of samples, v1 ≈ 0.5m s−1 and v2 ≈ 2m s−1 . Since ground clutter echo is typically
centered at zero velocity and has narrow spectrum width, CRN is high in clutter. Note that this
ratio will remain high even if there is a large weather spectrum away from the 0 m s−1 area.
Figure 11 shows the feature field CRN for the KFTG experimental data shown in Fig. 4a. As
can be seen, it also marks well the clutter areas defined in Fig. 3a. CRN identifies clutter well
and has the advantage over CPA in that weather echoes away from zero velocity do not change
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CRN appreciably whereas CPA can be reduced significantly. However, from our experience
CPA is the better discriminator between narrow spectrum width weather and clutter. Thus CPA
was used CMD. However, CRN should help in detecting clutter in low CSR regions. CRN could
be used in conjunction with the parameter PR given in the main text. If CRN is high, then the
presence of clutter is possible. In conjunction, if PR is low, this would indicate the presence of a
larger weather signal with a smaller clutter signal. This is to be investigated in future research.
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Name
Value Description
NGATES KERNEL TDBZ
9
Number of gates in kernel for TDBZ
NGATES KERNEL SPIN
11
Number of gates in kernel for SPIN
NGATES KERNEL σzdr
7
Number of gates in kernel for σzdr
NGATES KERNEL σφdp
7
Number of gates in kernel for σφdp
SPIN THRESHOLD
5.0
dBZ difference threshold used in
SPIN calculation
SNR THRESHOLD
3.0
Signal-to-noise ratio threshold for
censoring total power, in dB
PROB THRESHOLD
0.5
If the clutter probability exceeds this
threshold the clutter flag is set
Table 1: Description of the dual polarization CMD parameters.

Field
TDBZ
SPIN
MAX TDBZ SPIN
CPA
σzdr
σφdp

Weights Membership function break points
N.A.
(20, 0), (40,1)
N.A.
(15, 0), (30,1)
1.0
N.A.
1.01
(0.6, 1), (0.9, 1)
0.5
(1.2, 1), (2.4, 1)
0.5
(10, 1), (15, 1)

Table 2: The weights and memberships function break points for the CMD feature fields.
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Figure 1: CMD single polarization membership functions and their break points. The feature field value
is mapped to an interest field value between 0 and 1.

Figure 2: CMD dual polarization membership functions and for the standard deviation of differential
reflectivity (σZdr ) and the standard deviation of the copolar differential phase (σφdp ). The feature field
value is mapped to an interest field value between 0 and1.
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Figure 3: (a) A clear air PPI surveillance reflectivity scan (in dBZ) gathered by the NEXRAD KFTG,
Denver, showing ground clutter. Data was collected on 13 October 2006 at 21:26 UTC at 0.5◦ elevation
angle. The large reflectivities seen on the left are due to the Rocky Mountains. (b) The corresponding
CPA feature field . CPA is unit-less and ranges from 0 to 1.
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Figure 4: PPI data gathered with KFTG on 26 October 2006 at 12:02 UTC in a wide-spread snow storm
along the Eastern Foothills of the Rocky Mountains in Colorado. The elevation angle is 0.5◦ . (a) Long
PRT (3.1ms), unfiltered, reflectivity. Color scale is in dBZ. The zero velocity isodop is outlined with
black lines where there are obvious clutter echoes and precipitation echoes. (b) Unfiltered long PRT
velocity data corresponding to panel (a). The folding velocity is about 8 m s−1 . The zero-velocity isodop
is marked in gray color scale. Two other regions are circled that have apparent zero velocity but are caused
by velocity folding from about ±16 m s−1 to 0 m s−1 . If a clutter filter is applied to such data regions,
the weather signal will be attenuated. Color scale is in meters per second. (c) Unfiltered velocity from a
short PRT scan (about 1 ms) gathered just 3 minutes before the data corresponding to panels (a) and (b).
The folding velocity is about 25 m s−1 . The zero velocity isodop can be seen marked in the gray color
scale and the zero velocity signature of the Rocky Mountains to the west is evident. (d) NCDC archived
KFTG reflectivity data corresponding to panel (a). A clutter filter was applied to all data. Note how the
reflectivity is attenuated along the zero velocity isodop and the folded zero velocity regions.

41

Figure 5: CMD fuzzy logic feature fields and the resultant clutter filter map corresponding to the data. (a)
The feature field TDBZ for data of Fig. 4. Areas with values greater than 40 dBZ2 are very likely clutter.
(b) The feature field of SPIN for data of Fig. 4. Areas with SPIN values above 25 are very likely clutter.
(c) The feature field CPA for data of Fig. 4. Areas with CPA > 0.9 are very likely clutter. These feature
fields can be compared the areas of clutter in Fig. 4a and 3a. (d) The clutter map generated by CMD. A
clutter filter is applied at those gates in the yellow regions. (e) Same reflectivity data as Fig. 4a except a
clutter filter has been applied only to those gates as indicated by the CMD flag field. The zero velocity
isodop is outlined with a black line. Note that the Rocky Mountain clutter echoes have been eliminated
and much of the weather in zero-velocity isodop has been preserved.
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Figure 6: A measure of CMD performance for the single polarization case. The solid line gives the
fraction of range gates that were identified as contaminated by clutter echo as a function of the clutter-tosignal ratio. The dashed line is simply 1 minus the solid line value.
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Figure 7: Panels (a) and (b) show S-Pol PPI data gathered on 24 April 2007 at 21:18 UTC at 0.5◦
elevation in Eastern Colorado along the Front Range; (a) unfiltered reflectivity and (b) unfiltered velocity.
The higher reflectivities marked by red to the west of the radar are caused by the Rocky Mountains. Zero
velocity regions in gray color scale west of the radar are caused by the Rocky Mountains while gray area
to the east of the radar is the zero-velocity isodop. (c) S-Pol clear air reflectivity data which shows the
locations of ground clutter for for panels (a) and (b). Data were gathered on 8 May 2006 at 01.10 UTC at
0.5◦ elevation. Note that clutter east of the radar is mostly embedded in weather as can be seen in panel
(a).
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Figure 8: Fuzzy logic feature fields corresponding to the data in Fig. 7a. (a) σzdr (the spatial standard
deviation of Zdr ). The color scale in in dB. Areas where σzdr is greater than 2.5 dB are very likely clutter.
(b) σφdp (the spatial standard deviation of φdp ). Areas where σφdp is greater than 15◦ are very likely
clutter. (c) CPA. Areas where CPA is greater than 0.9 are very likely clutter. These CMD feature fields
and can be compared to the clear air reflectivity plot in Fig. 7a which indicates regions of ground clutter
echo. (d) The clutter map produced by CMD. The clutter filter is applied at those gates in the yellow
regions.
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Figure 9: Panels (a), reflectivity, and (b), velocity, show clutter filtered PPI data corresponding to Fig. 8a
and b, respectively. The clutter filter is applied only to the areas specified by CMD in Fig. 8c. The velocity
field is now quite smooth as compared to the unfiltered velocity data of Fig. 7b. (c) S-Pol reflectivity
data corresponding to panel (a) except a clutter filter has been applied everywhere. Note the attenuated
reflectivities along the zero velocity isodop as compared to CMD processed data of panel (a).
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Figure 10: A measure of CMD performance for the dual polarization case. The thick solid line gives the
fraction of range gates that were identified as contaminated by clutter echo as a function of the clutterto-signal ratio. The thick dashed line is simply 1 minus the solid line value. The thin lines result from
processing the same data with the single polarization CMD algorithm.

Figure 11: The clutter identification parameter CRN (Clutter Ratio Narrow) corresponding to Fig. 4a.
The color scale is in dB. This parameter can potentially be used to identify clutter contaminated data for
low CSR data.
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