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2

EXECUTIVE SUMMARY
This report provides continued analysis and evaluation of data quality issues for the National
Weather Service’s network of WSR-88D radars. Specifically addressed are Zdr calibration data
analysis for NEXRAD and dual-polarization CMD performance.
The overarching goal is to show that the so called crosspolar power (CP) Zdr calibration technique is amenable to the WSR-88D hardware topology. The CP technique is based upon radar
reciprocity, i.e., the crosspolar powers from horizontal (H) polarization transmit and from vertical (V) polarization transmit are equal. This requires that the two crosspolar powers result from
the identical scatter targets. Because the NEXRADs achieve dual-polarization using simultaneous
transmission of H and V polarization, the H and V crosspolar power measurements are typically
separated on the order of a minute. Many ground clutter targets are stationary, i.e., poles, rocks,
buildings, etc., but other targets can move, e.g., trees or vegetation affected by the wind, vehicles,
etc. If the radar pointing angle can be repeated very accurately, the crosspolar power measurements will be equal in the mean. However, it was determined that the NEXRAD antenna pointing
angle accuracy is ±0.02 deg. It was found that this amount of uncertainty causes the H-transmit
and V-transmit crosspolar powers to vary considerably for a specific resolution volume. The result
of the clutter targets not being the same for the H- and V-crosspolar powers is that the H- and
V-crosspolar power difference has a large variance. The central question then to be answered is,
can the crosspolar power difference be measured to within the uncertainty specified for the WSR88D, which is 0.1 dB ±2σ, where σ is one standard deviation of the Gaussian distribution? Thus
our efforts focus on the evaluation of many volumes of data from KOUN and KCRI in order to
determine the uncertainty of the CP calibration technique. The data analyzed here comes from
“stationary” antenna collections. It was found, however, that due to the drift in the pointing angle
of the antenna, the variance of the radar data was too great: it would take too long a period (possible hours) to gather enough data in order to reduce the variance to an acceptable level. Therefore
the recommendation of this report is to reconsider gathering crosspolar power data while the radar
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is scanning. Much more data can be gathered in this way.
Another element of the CP calibration equation is measurement of the solar power difference
(in dB). It was found that over five complete consecutive days, the solar power difference exhibited
an anomalous cyclical pattern. The cause for this is unknown but since the peak-to-peak difference over one day is about 0.15 dB, identifying the source of this variation is important for Zdr
calibration regardless of the used calibration technique. Solar data will be addressed next fiscal
year.
Finally, the performance of the CMD dual-polarization algorithm is investigated. It has been
shown that detecting clutter for CSRs (clutter-to-signal ratios) down to -10 dB is important for
good data quality of the polarimetric variables. In previous analysis, the CSR was determined by
using the amount of power GMAP removed from the clutter contaminated signal. This technique
could be prone to inaccuracy since the true clutter and weather powers are not directly know. To
overcome this, times series of clutter-only data are overlaid on time series of weather-only data
thus creating a well defined data set to use for CMD performance evaluation, i.e., the weather
and clutter powers are precisely known. Analysis here shows that the CMD performance is very
comparable to the performance reported earlier.
The appendix contains a conference paper about the Hybrid Spectrum Width Estimator.
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1. Cross Power Difference Estimation
a. Introduction
The specification for the dual-polarized NEXRADs is to calibrate Zdr to an uncertainty (Taylor
1997) of 0.1 dB ±2σ where σ is one standard deviation of the Gaussian distribution. Thus, any
proposed Zdr calibration technique needs to be evaluated to meet this requirement. The evaluation
consists in part of executing the calibration algorithm many times and then doing a statistical
evaluation of the measurements, i.e., calculating the mean and standard deviation. The assumption
is that the calibration measurement errors are Gaussian distributed. A challenging aspect of Zdr
calibration is that there is no standard reference, i.e., it is extremely difficult to identify a standard
target that can be used to determine the true calibration state of the radar. Light rain is sometimes
used, however, light rain can contain a few oblate raindrops that would cause a Zdr calibration
error.
Engineering calibration techniques typically require power meter measurements so that a waveguide coupler needs to be introduced. Waveguide couplers typically introduce uncertainties of
0.25 dB or more (Hubbert et al. 2008). Thus, if a series of Zdr calibration measurements are
made using the coupler, the resulting measurement data statistics may very well meet the 2σ requirement; however, the uncertainty of the waveguide coupler is unaccounted for and the true
uncertainty of the technique would need to be increased by 0.25 dB. More details can be found in
(Hubbert et al. 2008).
There are two end-to-end techniques for calibration of Zdr that can achieve an uncertainty of
0.1 dB ±2σ: 1) vertical pointing (VP) data in light rain and 2) the crosspolar power (CP) technique. The crosspolar power technique, which relies up on the principle of reciprocity, uses a)
solar measurements, and b) crosspolar power measurements from reciprocal targets. For radars
that employ fast alternating horizontal (H) and vertical (V) polarized pulse transmission (e.g., SPol), precipitation measurements can be used for the required crosspolar power measurements.
For dual-polarization radars that employ simultaneous H- and V-transmission, like the NEXRADs,
5

precipitation cannot be used for the crosspolar power measurements because of the time lag between the transmit only H and transmit only V crosspolar powers. Thus, more time stable targets
must be used, i.e., ground clutter.
The CP technique Zdr calibration equation is (see NCAR’s 2010 Annual Repot to the ROC for
details),
cal
M 2
Zdr
= Zdr
S

RXV
P S P only h|SHH |2 i
= HS Vonly
RXH
PV PH h|SV V |2 i

(1)

cal
M
where Zdr
is calibrated Zdr ; Zdr
is the measured Zdr ; S is the ratio of vertical to horizontal chan-

nel solar power; RXV , RXH are the measured crosspolar powers for V-transmit and H-transmit
power, respectively; PVS , PHS are the V- and H-transmit powers for SHV operations; PHonly , PVonly
are the H and V powers when only H or V is transmitted (for measuring crosspolar powers); and
h|SHH |2 i/h|SV V |2 i represents the intrinsic Zdr of the scatterers. This equation differs from the
Zdr calibration equation first reported by Hubbert and Bringi (2003) due to the transmit power
terms. Thus Zdr calibration for the NEXRADs is complicated by the need to measure these transmit power terms in order to determine intrinsic Zdr . However, this can be accomplished, at least
theoretically, without increasing the uncertainty significantly (see NCAR’s 2010 Annual Report to
the ROC for details).
To determine the uncertainty of the CP calibration technique for NEXRAD, the uncertainty of
estimating RXV /RXH and S are required. In this report we focus primarily on the statistics of the
RXV /RXH . To estimate the cross power difference (CPD), the power from H-transmit V-receive
is subtracted from the power of V-transmit H-receive in dB and averaged over all gates that satisfy
some criteria. The criteria are designed to limit the range gates to those of clutter targets that seem
to obey reciprocity. Reciprocity may be violated since the H-transmit collected data are separated
temporally from V-transmit collected data by many tens of seconds and the received echoes may
not come from the same scatterers (i.e., the radar pointing angle drifted or the scatterers themselves
moved) . In this report, pointing radar data is used to compute CPD values with the idea being that
clutter target from pointing data would be more likely to obey reciprocity as compare to scanning
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data (i.e., the antenna is moving at some fixed rate).
b. Methodology
Determining the actual filter criteria for the radar data is difficult due to a lack of the true Zdr
calibration state of the radar. This is tantamount to saying that the true value of CPD is unknown.
Ideally, one would investigate a scatter plot of each variable, for example Zdr , versus CPD, and
look for the Zdr values where the average CPD value for that variable is biased. Without truth,
there is no way to determine where it is biased. Instead, we have to look for apparent outliers. So
for example, we may see that for very small (large negative values in dB) LDR values, the values
for CPD are quite different from the rest of the data and thus we may add a criterion to remove
very negative LDRs.
The more stringent we make the criteria, the fewer points there are in the average CPD value,
but hopefully we are restricted to better data. On the other hand, weaker criteria allows more points
to be used in the average CPD value at the expense of allowing data in that may be biased.
Once filtering criteria are created, the CPD values are computed by simply taking the difference
in crosspolar powers, in dB, from H-transmit and V-transmit pointing data on those gates that
satisfy the criteria. Those gate-by-gate CPD values are then averaged together resulting in a H/V
pointing-pair CPD estimate.
c. Filtering Criteria
On 17 August 2012, I&Q data were collected on KOUN where the radar pointed at approximately
0.5° azimuth and 0.5° elevation from about 18:23 UTC to 18:33 UTC. The radar alternated between
an H-transmit pointing data and V-transmit pointing data , each lasting approximately 45 seconds.
The pulse repetition time (PRT) was approximately 1 ms. The raw TS archive data were converted
into NetCDF files. Then, adjacent H-transmit data and V-transmit data were loaded into Matlab
and various base data were calculated (see Table 1).
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Field
snr_co
snr_cross
power_co
power_cross
LDR
cpa_co
cpa_cross

Description
Copolar signal-to-noise ratio
Cross-polar signal-to-noise ratio
Copolar power
Cross-polar power
Linear depolarization ratio
Copolar CPA
Cross-power CPA

Field
Zdr
rho_hv_co
rho_hv_cross

Description
Differential Reflectivity
HV correlation coefficient from
the copolar channels
HV correlation coefficient from
the cross-polar channels

(b) For each H/V scan pair

(a) For each scan

Table 1: Base fields computed
In this document, the base data are generally denoted with either an H or V prefix, referring to
the transmit mode, followed by the base data name, and finally, if appropriate, the receive mode
denoted as co (for copolar) or cross (for cross-polar). So for example, Hpower_cross is the power
from H-transmit V-receive, whereas Hpower_co is the power from H-transmit H-receive.
Note that the noise value was computed from each antenna pointing angle by using the first
10,000 pulses for each range gate, computing the average power for each range gate, applying a 21
point sliding median filter, and then taking the minimum. This method, of course, will not work
well if the entire radar coverage area contains echoes. However, as this method should only be
used in clear conditions, good results were obtained. Additionally, under normal circumstances,
the noise value will be available from the calibration. Note that LDR is simply power_cross −
power_co, and the Zdr is computed as Hsnr_co − Vsnr_co.
Figures 1-9 show a scatter plot of Hpower_cross vs. Vpower_cross with a color denoted by a
variable such as Hldr. This allows outliers to be associated with the values of that variable. These
plots informed the decisions on the criteria used to filter out range gates that we do not wish to
include in the computation of CPD.
There are two different sets of criteria, 1) the so-called strong (more restrictive) criteria, and 2)

8

the so-called weak criteria (more relaxed). The strong criteria are (all need to be satisfied):
10 dB ≤ 12 (Hpower_cross + Vpower_cross) ≤ 70 dB
0.95 < Hcpa_co, Vcpa_co, Hcpa_cross, Vcpa_cross
|Zdr | ≤ 3 dB
−10 dB ≤ Hldr, Vldr ≤ 0 dB
while the weak criteria are:
10 dB ≤ 21 (Hpower_cross + Vpower_cross) ≤ 70 dB
0.90 < Hcpa_co, Vcpa_co, Hcpa_cross, Vcpa_cross
|Zdr | ≤ 5 dB
−15 dB ≤ Hldr, Vldr ≤ 0 dB
Note that it is better to use the average of Hsnr_cross and Vsnr_cross because of the following. If
we required that the 10 dB ≤ Hpower_cross ≤ 70 dB and 10 dB ≤ Vpower_cross ≤ 70 dB, that
would be equivalent to restricting data to the red rectangular region in Fig. 10. The slope of the
data should be 1 and the unknown is the offset (y-intercept). If there is a significant offset, as is
the case in Fig. 10, it is clear that using the data in the rectangular region will impose a bias on the
average CPD value. If instead the criteria uses the average of Hsnr_cross and Vsnr_cross, which
corresponds to data in the region between the green lines, there will not be a bias (unless the slope
is not 1).
d. Pointing data results
On 26 September 2012, data were collected using KOUN from about 15:51 UTC to 19:28 UTC.
During most of this time period the radar pointed at eight different angles (see Table 2). Also during
this time period, the radar was stowed at two different azimuth angles. Regardless, each pointing
angle represents about 45 seconds of data with a PRT of about 1 ms. The data were processed in the
same way as discussed in section c except that the each range gate was divided up into consecutive
blocks of 1024 points. The corresponding H and V data blocks were then sequentially paired, i.e.,
the nth block of the mth range gate from the H-transmit data were paired with the nth block of the
mth range gate from the V-transmit data. It would be equally valid to match any block from the mth
range gate from the H transmit data with any block from the mth range gate from the V-transmit
data, but this was not done.
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Elevation angle
0.5°
0.5°
0.5°
0.5°
0.5°
0.5°
0°
0°

Azimuth angle
357.5°
270.5°
145.5°
21.5°
3.5°
0.5°
359.3°
269.3°

Stowed

X
X

Not Stowed
X
X
X
X
X
X
X
X

Table 2: Radar angles for KOUN on 2012/09/26.
One hypothesis for why pointing CPD data show high variance is that the radar antenna pointing direction drifts in both azimuth and elevation, and thus reciprocity would be violated. To
eliminate this source of error, the radar was stowed, i.e. the radar antenna is mechanically fastened
(i.e., “pinned”) so that its pointing direction is fixed.
Figures 11 and 12 show box plots of the CPD data (all plots in dB) for the un-stowed data
collection. Figure 11 shows the results after using the strong criteria, and Figure 12 shows the
results after using the weak criteria. A box and whisker plot is used to represent a distribution of
data. The lower edge of the box shows the 25th percentile, while the upper edge of the box shows
the 75th percentile. The line near the middle of the box is the median. To determine the length of
the whisker, the interquartile range (IQR) is computed as the difference between the 75th percentile
on the 25th percentile. The length of the upper whisker, then, is determined by going from the top
of the box out to the last point less than the 75th percentile plus 1.5 times the IQR, and likewise for
the lower whisker. Values outside of the whiskers are denoted with a plus to indicate their status
as an outlier. In these plots, the color of the box and whisker denotes the azimuth and elevation
angle (see the colorbar). The blue dots near the middle of the boxes denote the mean, and the red
dots are the 9 point windowed average of the means (blue dots). The times of the H and V data
pairs are denoted in the x-axis and the numbers in the parentheses are the number of points in that
distribution, i.e. the number of gates that satisfied the criteria.
It is evident that the strong filter criteria eliminates so many gates that there are simply not
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enough data to reduce the CPD estimate variance sufficiently. There is still significant variation in
the CPD estimates for the weak filter, but certainly a more reliable estimate is found here. There
is, of course, no way to know whether the average CPD values are biased or not.
In Figures 13 and 14, we see similar box plots but in this case the radar was stowed. Note that
there is significant variance even when using the weak criteria. Using the weak criteria, the mean
and median are fairly stable, certainly much more than for the other three cases. In Figures 15
through 18, the mean and 9 point averaged mean are shown without the rest of the box plots. The
y-axis is also zoomed to ±1 dB. The stowed data using the weak criteria result in the least amount
of CPD variance. Especially note the 9-point average dashed lines which show on about 0.1 dB
difference during the measurement time period. Thus, we can conclude that some of the variance
that is seen in the average CPD values is due to drifting of the antenna pointing angle. Regardless,
the variance is still quite large as compared to the 0.1 dB ±2σ NEXRAD requirement.
e. Conclusions
Analysis of pointing radar data has shown that low uncertainty CPD values would be difficult to
obtain using this data collection method. Stowing the radar (physically forcing the radar to point
in a particular direction) helps reduce the variance, but not enough for a single fixed radar angle.
If data from many stowed antenna point angles could be averaged, the uncertainty of CPD could
be driven down to acceptable levels but this is physically impractical. Since the pointing angle
accuracy of the NEXRAD antenna is only about ±0.02 deg. so that the antenna drifts during
pointing angle data collection, this causes a large variance in CPD data. Because of this, we
recommend going back to the approach of using PPI scans to measure CPD. Much more data
can be collected over a shorter period time so that an accurate estimate of the mean CPD may be
obtained.
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Figure 1: Scatter plot of Hpower_cross vs. Vpower_cross, colored by Hcpa_co. The data is from
KOUN 2012/08/17.
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Figure 2: Scatter plot of Hpower_cross vs. Vpower_cross, colored by Hcpa_cross. The data is
from KOUN 2012/08/17.
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Figure 3: Scatter plot of Hpower_cross vs. Vpower_cross, colored by Vcpa_co. The data is from
KOUN 2012/08/17.
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Figure 4: Scatter plot of Hpower_cross vs. Vpower_cross, colored by Vcpa_cross. The data is
from KOUN 2012/08/17.
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Figure 5: Scatter plot of Hpower_cross vs. Vpower_cross, colored by Hldr. The data is from
KOUN 2012/08/17.
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Figure 6: Scatter plot of Hpower_cross vs. Vpower_cross, colored by Vldr. The data is from KOUN
2012/08/17.
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Figure 7: Scatter plot of Hpower_cross vs. Vpower_cross, colored by ZDR. The data is from KOUN
2012/08/17.
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Figure 8: Scatter plot of Hpower_cross vs. Vpower_cross, colored by rho_hv_copolar. The data is
from KOUN 2012/08/17.

19

Figure 9: Scatter plot of Hpower_cross vs. Vpower_cross, colored by rho_rh_crosspolar. The data
is from KOUN 2012/08/17.
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Figure 10: Illustration of different criteria on scatter plot of Hpower_cross vs. Vpower_cross. The
red rectangle demarcates the boundary of points which satisfy a criteria of 10 ≤ Hpower_cross ≤
70 and 10 ≤ Vpower_cross ≤ 70. The green lines demarcate the boundary of points which
satisfy 10 ≤ 12 (Hpower_cross + Vpower_cross) ≤ 70. The data is from KOUN 2012/08/17 but an
additional offset is added to make the point more clear.
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Figure 11: Box plots of CPD values for each H/V scan pair. The data was collected from KOUN on 2012/09/26. The radar was not
stowed. The strong filtering criteria were used.
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Figure 12: Box plots of CPD values for each H/V scan pair. The data was collected from KOUN on 2012/09/26. The radar was not
stowed. The weak filtering criteria were used.

24

Figure 13: Box plots of CPD values for each H/V scan pair. The data was collected from KOUN on 2012/09/26. The radar was stowed.
The strong filtering criteria were used.
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Figure 14: Box plots of CPD values for each H/V scan pair. The data was collected from KOUN on 2012/09/26. The radar was stowed.
The weak filtering criteria were used.
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Figure 15: Time-series plot of the mean (blue solid) and median (green solid) CPD values for each H/V scan pair. The 9-point averaged
time-series is also shown for the mean (blue dashed) and median (green dashed). The data was collected from KOUN on 2012/09/26.
The radar was not stowed. The strong filtering criteria were used.
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Figure 16: Time-series plot of the mean (blue solid) and median (green solid) CPD values for each H/V scan pair. The 9-point averaged
time-series is also shown for the mean (blue dashed) and median (green dashed). The data was collected from KOUN on 2012/09/26.
The radar was not stowed. The weak filtering criteria were used.
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Figure 17: Time-series plot of the mean (blue solid) and median (green solid) CPD values for each H/V scan pair. The 9-point averaged
time-series is also shown for the mean (blue dashed) and median (green dashed). The data was collected from KOUN on 2012/09/26.
The radar was stowed. The strong filtering criteria were used.
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Figure 18: Time-series plot of the mean (blue solid) and median (green solid) CPD values for each H/V scan pair. The 9-point averaged
time-series is also shown for the mean (blue dashed) and median (green dashed). The data was collected from KOUN on 2012/09/26.
The radar was stowed. The weak filtering criteria were used.

2. Solar measurements
During 21 to 27 December 2012, solar scans were done with KOUN to determine the uncertainty
of the solar power difference, S (in dB), given in Eq.(1). Figure 19 shows S for the entire data
set. Each blue dot represents one solar scan. The data show that there is a repeatable pattern every
day. The cause of this repeated pattern is unknown and will be investigated in the next fiscal year.
Likely causes are the radome or the rotary joints. Since the peak-to-peak difference is more than
0.1 dB, the source of this variation needs to be identified.
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Figure 19: The measurement of the power difference (in dB) of S of Eq.(1) from seven days of solar scan data.

3. CMD Performance Analysis
Dual-polarimetric variables of weather echoes can be biased by the presence of overlapping ground
clutter echoes for small clutter-to-signal ratios (CSR) (see NCAR’s 2010 and 2011 Annual Reports
to the ROC, hereafter referred to as AR10 and AR11). The magnitude of this bias depends on
both the relative strengths of the clutter and weather signals and the relative values of the dualpolarimetric variables. As an example, consider the case with a CSR of -10 dB, indicating that the
clutter power is 10 dB weaker than the weather power. The simulations in AR10 showed significant
Zdr errors if the intrinsic weather and clutter Zdr values differed by more than about 3 dB (see also
Fig. 1 of AR11). At that CSR, the Zdr errors were acceptably small if the intrinsic weather and
clutter Zdr values differed by less than about 3 dB. Ground filters such as GMAP also introduce
errors into the dual-polarimetric data. Therefore at small CSR values, application of the clutter
filter to data with a given CSR value will be beneficial in areas that have big differences between
the clutter and weather dual-polarimetric variables, but will cause an increase in errors in regions
with smaller differences.
The CMD performance results shown in the AR10 and AR11 indicate that the dual-polarimetric
CMD algorithm can distinguish data with significant biases due to overlaid clutter and weather
echoes versus data with essentially no biases at a given CSR value. This is because the CMD
incorporates feature fields that directly indicate the quality of the measured dual-polarimetric variables such as the standard deviation of Zdr and the standard deviation of φdp .
The CMD performance results were obtained by computing CSR using estimates of the clutter
power from the output of the GMAP clutter filter (AR10, AR11). Although the clutter power
estimation was performed carefully to avoid contamination from clear air and weather echoes,
the accuracy of the CSR calculation was not really known. The goal of this year’s work is to
verify the CMD performance curves given in AR10 and AR11 with improved estimates of CSR.
Another method to obtain dual-polarimetric data with known CSR values is to overlay two timeseries data sets; the first with only clutter echoes and the second with only weather echoes. The
32

CMD algorithm can then be applied to the overlaid time-series data set and the CMD performance
evaluated as a function of known CSR. Furthermore the original technique of estimating CSR can
be evaluated again using the output of the clutter filter. The two CSR estimation techniques can
then be compared.
a. Overlaid time series data
The first challenge in creating a suitable clutter and weather overlaid time series data set is to
identify pure weather and pure clutter. It is also desirable to use data collected with the same radar
operating parameters including scan rate, number of samples per beam, range resolution and PRF.
The recent Dynamics of the Madden Julian Oscillation (DYNAMO) provided a very good
opportunity to collect such complementary data sets to overlay. The NCAR S-PolKa radar operated
for DYNAMO from 1 October, 2011 to 15 January, 2012 on the small Maldivian atoll of Addu in
the Indian Ocean. There was no land, i.e. ground clutter, further than 12 km from S-PolKa. The 2.5
degree elevation angle was ground clutter free past 12 km and thus the clutter free, pure weather
data were selected from this data set. To avoid contamination of the pure weather data set, the data
closer than about 12 km range were removed prior to overlaying with the pure clutter data set.
During preparation for DYNAMO in the year prior to the deployment, the S-PolKa radar was
run in the DYNAMO configuration at its home near Boulder, CO. The result was the acquisition of
data in the ground clutter intensive Front Range at the same scan rate, number of samples, range
resolution and PRF as the pure weather data collected in DYNAMO. Therefore the pure clutter
data set was collected in CO during the winter time, which limited clear air contamination. To
avoid contamination from clear air or other non-ground clutter echoes, the pure clutter data set was
not used if the magnitude of radial velocity was greater than 0.25 m/s and the SNR was less than 3
dB. Figure 20 shows PPI plots of the pure weather, pure clutter and the resulting overlaid data set.
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b. Results
The dual-polarimetric CMD algorithm was run on the overlaid data shown in Fig. 20 and the
resulting CMD flag is shown in Fig. 21, where red indicates clutter was detected by CMD. The
NCAR spectral clutter filter was applied to the data as indicated by the CMD flag and the results are
shown in Fig. 22. Comparing Fig. 21 to Fig. 20, it can be seen that the dual-pol CMD successfully
identifies the vast majority of regions that are clearly contaminated by the underlying clutter signal.
After applying the clutter filter, the data are considerably cleaner (Fig. 22) although significant
clutter residue is visible indicating the clutter filter does not remove all of the clutter power.
Next, the CSR values were computed using the pure weather and pure clutter scans and the
fraction of range gates identified as ground clutter by CMD was plotted as a function of CSR,
similar to the previous analyses (AR10, AR11). The results are plotted as the blue line in Fig. 23.
The calculation of CSR using the clutter filter output from AR10 and AR11 are repeated here using
the overlaid data. The fraction filtered by CMD estimated using this method is plotted on Fig. 23
in red.
c. Conclusions
The performance of CMD was evaluated using overlaid time series data sets of only clutter and
only weather. Thus the CSR is known. The CSR was also calculated using the clutter filter output
as was done in AR10 and AR11 and was repeated here using the overlaid data. The fraction filtered by CMD estimated using this original method is plotted on Fig. 23 in red. It can be seen that
there are some small differences in the CMD performance curves computed with the two different
methods in Fig. 23, however, the results are in good general agreement. The most significant difference between the two curves occurs for −2 dB< CSR < 10 dB. Weather echoes with velocities
between ±2m s−1 are not used in the original CSR analysis (red curve) and GMAP interpolates the
notched cutter filtered spectra so that it is likely that the clutter power is underestimated whereas
the weather power is much less effected. Thus, for points in the range −2 dB< CSR < 10 dB, it
34

Figure 20: PPI plots of the pure weather, pure clutter and the resulting overlaid data set.
is likely that the CSR is lower for the original technique as compared to the time series technique.
This would have the effect of moving points on the blue curve to the left. Nevertheless, there is
good agreement between the blue and red curves so that this analysis adds confidence that the performance estimates used in the previous studies are valid. These results are limited, however, and
a more extensive evaluation of CMD performance is needed.
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Figure 21: PPI plot of the CMD flag. Red indicates clutter was identified and blue indicates no
clutter was identified.
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Figure 22: PPI plot of the DBZ field after application of the NCAR spectral clutter filter as prescribed by the CMD clutter flag shown in Fig 2.
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Figure 23: Fraction of range gates identified by CMD as clutter plotted versus CSR. The blue
line indicates CSR was computed from the overlay data and the red line indicates the CSR was
computed from the output of the clutter filter.
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APPENDIX
A. Hybrid Spectrum Width Estimator
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Updates to the Hybrid Spectrum Width Estimator
G REGORY M EYMARIS∗
National Center for Atmospheric Research, Boulder, Colorado

1. INTRODUCTION
With the advent of the Open Radar Data Acquisition (ORDA) system on WSR-88D radars and the introduction of significantly more powerful signal processing hardware comes the opportunity to improve
the method used for estimating the spectrum width,
a measure of the variability of radial wind velocities within a measurement pulse volume. In addition, the implementation of new operational modes
for improved data quality, including SZ phase coding
and staggered PRT, will involve very different signal processing techniques and hence may require
novel methods to meet the WSR-88D specifications.
While spectrum width has not been used extensively
by radar meteorologists in the past, the NEXRAD
Turbulence Detection Algorithm (NTDA), developed
under direction and funding from the FAA’s Aviation
Weather Research Program, uses the WSR-88D
spectrum width as a key input for providing in-cloud
turbulence estimates (eddy dissipation rate, EDR)
for an operational aviation decision support system
(Williams et al. 2005). Achieving improved spectrum
width estimator performance would directly benefit the accuracy of the NTDA product. The Hybrid
Spectrum Width estimator (HSW), which uses three
spectrum width estimators was developed with support from the NEXRAD Radar Operations Center
(ROC) (Meymaris et al. 2009). The HSW estimator should start being deployed in 2012 with the
build 13 ORDA update. While slightly more computationally intensive, HSW is more accurate and
robust than any of the constituent estimators alone,
including the standard R0/R1 pulse-pair estimator
(Doviak and Zrnić 1993, p. 136) currently used in
the WSR-88D .
Hitherto, the HSW has been developed for
evenly spaced pulse schemes, which is used exclusively on the current NEXRAD system. However,
staggered PRT (pulse repetition time) is currently
∗ Corresponding author address:
Gregory Meymaris, RAL, NCAR
1850 Table Mesa Dr., Boulder, CO 80305
meymaris at ucar dot edu

slated to be deployed with build 14. Staggered-PRT,
a popular scheme for mitigating the unambiguous
range-velocity dilemma of weather radars, is a pulsing scheme in which the radar PRTs alternate between T1 and T2 where T1 /T2 = 2/3 (Zrnić and
Mahapatra 1985). The default spectrum width estimator for staggered PRT, in the literature, is the
pulse pair estimator R0/R2, which has poor performance for narrow widths and low signal-to-noise ratios (SNR). In this paper, HSW is adapted to this
pulsing scheme. Simulation statistics are presented.

2. Methodology
To evaluate and compare different spectrum width
estimators we generated random complex timeseries data for various true spectrum width, signalto-noise ratio (SNR), Nyquist velocities, and number of pulses scenarios. We used an I&Q simulation technique based on the method described
in Frehlich and Yadlowsky (1994); Frehlich (2000);
Frehlich et al. (2001) except that the autocorrelation function is that of a weather echo as defined in
Doviak and Zrnić (1993, p. 125). This is a preferred
method for generating complex time-series with a
given average autocorrelation function because it is
not necessary to generate long time-series in order to get the correct temporal statistics unless the
spectrum width is very narrow.
In what follows, the simulator input (“true”) spectrum width will be denoted as W , while the estimated spectrum width will be denoted as Ŵ with a
modifying subscript specifying the estimation technique used. Estimation errors were calculated by
subtracting the simulator input values from the estimated values (i.e. Ŵ − W ). It should be noted that
biases and standard deviations have different implications for turbulence detection since bias cannot
be mitigated by spatial or temporal averaging while

2
random unbiased errors can.
Because of their ease of calculation, we
used autocorrelation-based estimators. The (unbiased)
P auto-correlation is defined as Rt =
Mt−1 s V ∗ (s) V (s + t), where t is the lag in seconds, V are the complex-valued I&Q radar timeseries, the sum is taken over all s such that
both V (s) and V (s + t) are available (i.e. measured), and Mt is the number of summands in
the sum.
For evenly-spaced time-series, this
can be written as the more familiar Rj =
−1 PN −j−1 ∗
V (kτ ) V ((k + j) τ ) where τ is
(N − j)
k=0
the PRT. The autocorrelation (AC) of a staggered
PRT time-series is not evenly sampled since the
time-series is not. If Tc is defined as T1 /2 (and thus
T2 = 3Tc ), then R1 and R4 (i.e. the ACs at time 1Tc ,
4Tc , resp.) cannot be directly estimated. See figure
1, which shows the number of pairs (i.e. Mj ≡ MjTc )
going into the AC estimate for each lag when the total number of pulses is 80. The reason for the large
variability is the staggered nature of the pulses. For
example, there are only 40 pairs going into the estimate R2 since only for s = k (5Tc ) = k (T1 + T2 ),
with k = 0, . . . , 39, are both V (s) and V (s + 2Tc )
available.
There are two main points to draw from this
discussion. First, there are now a lot more ACbased estimators one can come up with, especially
when including multi-lag estimators (for example,
R0R2R3R5). Second, it becomes more difficult to
predict how different estimators will perform since
the AC lag estimator errors will fluctuate due to the
fluctuating number of pairs going into the average.

3. Spectrum Width Estimators
Evenly Spaced Pulses

for

The assumed form for the magnitude of the average
auto-correlation function of weather is generally assumed to be Gaussian (Doviak and Zrnić 1993, p.
125) given by:

2 !
1 πσv t
(1)
|R (t)| = P exp −
2 Va τ
where P is the true echo power of the weather, σv
is the spectrum width in ms−1 , Va is the Nyquist velocity in ms−1 , τ is the PRT in seconds, and t is the
lag time in seconds.
a. The Pulse Pair Estimators
The standard spectrum width estimator currently
used in the WSR-88D radars, typically on short PRT

data, is the R0R1 estimator (Doviak and Zrnić 1993,
p. 136), so named because it utilizes the ratio of the
first two lags of the autocorrelation function:

√
1/2
2/π Va |log (R0 / |R1 |)|
(2)
Ŵ01 =

Here R0 is the average power of the signal with
noise removed, and R1 is the first lag of the autocorrelation function. In the event that |R1 | < R0 ,
in which case the log has a negative argument, the
spectrum width is set to 0 as is done on the WSR88D. This is derived from eq. 1 by setting up two
equations (R0 = |R (0)| and |R1 | = |R (τ )|) with two
unknowns (P and σv ) and solving for σv .
In general, two-lag estimators can be written as
√

 1/2
Ra
Va 2
(3)
log
Ŵab = √
Rb
π b2 − a2
where, if R0 is used, it is always noise corrected.
b. Multi-lag Estimators
Instead of just using two lags, one can use more
lags to fit a Gaussian auto-correlation function.
R0R1R2 is used in the traditional HSW (Meymaris
et al. 2009). Hubbert et al. (2011) used a 7 lag estimator for measuring the spectrum of clutter.
While other approaches could be taken, the simplest is to note that taking the logarithm of both sides
of eq. 1 yields:

2
1 πσv t
log (|R (t)|) = log P −
(4)
2 Va τ
which is a quadratic equation with respect to t. This
is convenient because one can find a closed form
solution for a least-squared fit. This makes the spectrum width estimation nothing more than a linear
combination of the logarithm of the auto-correlation
function at the desired lags. One might be tempted
to create an estimator that uses, say, 10 lags, or
perhaps all available lags. The problem is that as t
gets larger, |R (t)| → 0, buth |Rt | i9 0. This is be2

cause, while E [Rt ] → 0, E |Rt | = V [Rt ] which
depends on the signal power and Mt . Thus, the
model does not well represent the data, causing
the least-squares fit to be poor. The net effect is
that the more lags are used, the lower the spectrum width estimator saturates. Melnikov and Zrnić
(2004) observed this when examining saturation levels for R0R1 and R0R2. The family of multi-lag estimators works well, but care must be taken to take
saturation levels into account when deciding which
lags are used.
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Figure 1: The number of pairs going into the AC average for each lag relative to Tc , the common time for
the staggered PRT 2/3 scheme (so Tc = T1 /2 = T2 /3) when the total number of pulses is 80.
c. The Hybrid Spectrum Width Estimator
For the evenly spaced pulse scheme, this estimator is discussed in detail in Meymaris et al. 2009.
Briefly, the basic idea comes from the fact that different estimators have various strengths and weaknesses. For example, R0R1 works well for wide
spectrum widths (relative to the Nyquist velocity),
R1R2 performs well for medium spectrum widths,
and R1R3 performs well for narrow. R0R1, R0R1R2,
and R1R3 are used to determine whether the spectrum width is small, medium, or large, taking into
account that certain types of mistakes are worse
than others. The logic for this step is determined
a-priori by using simulations in conjunction with decision trees. Once the size category has been determined, the appropriate estimator is used: R1R3,
R1R2, or R0R1 for small, medium, and large (resp.).
The performance of the estimator has been shown
in that paper to be generally superior to the traditional R0R1 estimator in places of low SNR and narrow true spectrum width.
The approach to developing the HSW is to, first,
identify the 3 estimators to use for small, medium,
and large along with corresponding cutoffs (normalized by the Nyquist velocity). This is done by
examining the performance of the various estimators. Then, using simulations and simple classification decision trees, identify the best estimators and
thresholds to determine whether simulated data is
small, medium, or large. The procedure is repeated
for different possible number of pulses. The PRT
chosen for the tuning is the largest one possible,
which is the hardest case to deal with. The SNR
chosen for the tuning in 8 dB.
A case study comparing the traditional R0R1 es-

timator to the hybrid spectrum width estimator for
an evenly spaced pulse scheme is shown in figure
2. The hybrid spectrum width estimator has less
variance and the meteorological features are much
clearer.

4. Proposed Staggered PRT HSW
For staggered PRT data, we chose to look at R0R2,
R0R3, R2R5, R2R7, and R3R7 for the pulse-pair estimators and R0R2R3 and R0R2R3R5 for the multilag estimators. Note that when discussing staggered PRT data, the lags are relative to Tc and not
T1 or T2 . We also considered averages (various
combinations of two) of the already listed estimators for use in the size determination. Our approach
remained the same as for the evenly-spaced pulse
case. However, the problem is simpler here due to
the fact that the currently proposed NEXRAD volume control patterns (VCP) that include staggered
PRT have very few options. Namely:
N
46
56
62
80

T1 (µs)
1497
1251
1128
880

Table 1: Options for T1 and N in current VCPs that
include staggered PRT
This allows for a more aggressive tuning since, in
the evenly spaced pulse scheme, the tuning had to
accommodate all the Doppler PRTs and range of
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(a) Z

(b) V

(c) R0R1 spectrum width

(d) Hybrid spectrum width

Figure 2: Case study of evenly spaced data from KOUN May 10, 2011 23:49:54Z. VCP 11, 7.5◦ elevation,
900 µs PRT, N = 44.
dwell times.
Figure 3 shows the bias and standard deviations
of the proposed estimators for N = 80, SNR = 8, 20
dB, and T1 = 880 µs. It was determined using
this data, along with others (for example, figure 4),
that R0R2 was the best (smallest bias and standard deviation) for wide normalized spectrum widths
(larger than 0.1341), R0R3 was the best of medium
normalized widths (between 0.0838 and 0.1341),
and R0R2R3R5 was the best for small normalized
widths (less than 0.0838). Note that the normalized
widths here are normalized by the Nyquist velocity
based on Tc . These cutoffs are used only in comparison to the true spectrum width and never with
the estimated spectrum widths.
Next, we simulate 10,000 I&Q time-series for the
different values and N , with corresponding PRT, for
various spectrum widths (from 0.5 to 14 ms−1 ) and

compute each of the different spectrum width estimators. We then feed all the estimator outputs along
with the truth field (small, medium, and large classification represented as 1, 2, and 3, resp.) into
the MATLAB® decision tree software. This software
generates a very deep tree and thus we trim the
tree down to just 2 decisions for simplicity. It should
be noted that the decision tree software is also provided with a cost matrix that allows the tree to be
tuned to take into account the fact that some misclassifications are worse (more costly) than others.
For example, it is better to use the large spectrum
width estimator on a small spectrum width (result:
poorer performance) than vice versa (result: possibly severe saturation). An example output of this
process is shown in figure 5. Because the decision trees for the different values of N , with corresponding PRT, turn out to be the same except for
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(a) 8 dB

(b) 20 dB

Figure 3: Bias and standard deviation for 7 proposed estimators along with the proposed HSW for T1 = 880
µs, N = 80, and SNR = 8, 20 dB. Note that the input spectrum widths (x-axis) are normalized by the Nyquist
velocity of corresponding to Tc .

(a) 8 dB

(b) 20 dB

Figure 4: Bias and standard deviation for 7 proposed estimators along with the proposed HSW for T1 = 1497
µs, N = 46, and SNR = 8, 20 dB. Note that the input spectrum widths (x-axis) are normalized by the Nyquist
velocity of corresponding to Tc .

6
the cutoffs, a single decision logic is used with cutoffs stored in a lookup table. In the case where
N = 62, the decision tree was unable to discriminate between small and medium with adequate skill,
so in that case the lower cutoff is set to -1, thus ensuring that the narrow spectrum width estimator is
not used.
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and Weather Observations, Academic Press, San
Diego, California. 2nd edition.
Frehlich, R., 2000: Simulation of coherent doppler lidar performance for space-based platforms. Journal of Applied Meteorology , 39, 245–262.
Frehlich, R., L. B. Cornman, and R. Sharman, 2001:
Simulation of three-dimensional turbulent velocity
fields. Journal of Applied Meteorology , 40, 246–
258.
Frehlich, R. and M. J. Yadlowsky, 1994: Performance of mean-frequency estimators for doppler
radar and lidar. Journal of Atmospheric and
Oceanic Technology , 11, 1217–1230, corrigenda,
12, 445–446.
Hubbert, J., G. Meymaris, M. Dixon, and S. Ellis:
2011, Modeling and experimental observations of
weather radar ground clutter. AMS 27th International Conference on Interactive Information and
Processing Systems, Seattle, WA, 8B.6.
Melnikov, V. M. and D. S. Zrnić, 2004: Estimates of
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Figure 5: An example classification tree

(a) R0R2 spectrum width for 5 dB SNR

(b) Hybrid spectrum width for 5 dB SNR

(c) R0R2 spectrum width for 12 dB SNR

(d) Hybrid spectrum width for 12 dB SNR

Figure 6: 2-D Histogram of true (x-axis) vs estimated spectrum widths (y -axis) for T1 = 880 µs, N = 80.
Shown on the left are the results from R0R2 and on the right are the results from the staggered PRT hybrid
estimator. SNRs of 5 dB (top) and 12 dB (bottom) are shown.
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(a) R0R2 spectrum width for 5 dB SNR

(b) Hybrid spectrum width for 5 dB SNR

(c) R0R2 spectrum width for 12 dB SNR

(d) Hybrid spectrum width for 12 dB SNR

Figure 7: 2-D Histogram of true (x-axis) vs estimated spectrum widths (y -axis) for T1 = 1497 µs, N = 46.
Shown on the left are the results from R0R2 and on the right are the results from the staggered PRT hybrid
estimator. SNRs of 5 dB (top) and 12 dB (bottom) are shown.
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(a) 5 dB SNR

(b) 8 dB SNR

(c) 12 dB SNR

(d) 20 dB SNR

Figure 8: Bias and standard deviation for varying true (x-axis) spectrum widths for R0R2 and HSW.
T1 = 880 µs, N = 80. SNRs shown are 5, 8, 12, and 20 dB.
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(a) 5 dB SNR

(b) 8 dB SNR

(c) 12 dB SNR

(d) 20 dB SNR

Figure 9: Bias and standard deviation for varying true (x-axis) spectrum widths for R0R2 and HSW.
T1 = 1497 µs, N = 46. SNRs shown are 5, 8, 12, and 20 dB.
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